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Abstract

The operationalization of Machine Learning (ML) models into production environ-
ments, a process known as Machine Learning Operations (MLOps), represents a cru-
cial advancement in artificial intelligence. This thesis proposes a novel, standardized
methodology composed of ten steps to streamline the deployment of ML models into
production. Drawing on a synthesis of existing MLOps practices and frameworks, our
study emphasizes integrating continuous integration, delivery, training, monitoring,
explainability, and sustainability considerations into the ML lifecycle. We explore the
significance of each step, from understanding business problems and data acquisition
to model training/testing, deployment, and monitoring, including the pivotal role of
explainability and sustainability in fostering trust and reducing environmental impact.
Our methodology is validated through practical application in diverse industrial con-
texts, demonstrating its versatility and effectiveness in enhancing model reliability,
efficiency, and alignment with business objectives. This approach bridges the gap be-
tween theoretical research and practical implementation. It sets a foundation for future
innovations in MLOps, advocating for a more systematic, transparent, and environ-

mentally conscious deployment of ML models in real-world settings.
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Chapter 1

Introduction

1.1 Problem statement and motivation

In the digital transformation era, Machine Learning (ML) has emerged as a pivotal
technology driving innovation across various sectors, including healthcare, finance,
marketing, and robotics. Its capability to predict outcomes from historical data has
positioned ML as a cornerstone for enhancing operational efficiencies and competitive
advantage. Leading companies, such as Google, Facebook, and Uber, have integrated
ML into the core of their operations, underscoring its significance as a competitive dif-
ferentiator. However, the transition of ML models from development environments to
production settings presents unique challenges, necessitating the adoption of Machine
Learning Operations (MLOps) to streamline this process.

Deploying ML models in production environments is fraught with challenges. The tra-
ditional ML lifecycle, encompassing data preparation, model training, and evaluation,
often does not account for the complexities of real-world applications. Models perform-
ing well in testing might fail to deliver the desired outcomes when deployed due to data
drift. Furthermore, the management and deployment of these models require efficient
practices to mitigate such problems, making the case for MLOps compelling. MLOps,
extending the DevOps methodology to machine learning, aims to unify ML system
development and operations, enhancing the reliability and efficiency of ML models.
This thesis presents a structured methodology to streamline the release of ML appli-
cations in the industry through a 10-step pipeline. The objective is to address the
challenges above by providing a clear framework for the end-to-end process of deploy-

ing ML models. The steps include business problem understanding, data acquisition,
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ML methodology selection, ML training and testing, continuous integration (CI), con-
tinuous delivery (CD), continuous training, continuous monitoring, explainability, and
sustainability. This approach aims to standardize MLOps practices and ensure that
ML models are deployed efficiently and effectively.

This research contributes to the field of MLOps by offering a practical guide for imple-
menting ML projects in industrial settings. This thesis provides a replicable framework
that facilitates collaboration between development and operations teams by address-
ing the operational challenges associated with ML models. The proposed methodology
enhances the efficiency of ML deployments and ensures ML models’ quality, repro-
ducibility, and reliability. This contribution is particularly significant given the grow-
ing interest in and the impact of MLOps on modern business practices. The final
goal is to create a CRoss Industry Standard Process for Data Mining (CRISP-DM)
from Machine Learning Operations like CRoss Industry Standard Process - MLOps
(CRISP-DM). The thesis is structured to provide a comprehensive overview of MLOps,
beginning with a detailed exploration of the current state of ML in the industry and
the challenges of model deployment. Subsequent chapters delve into each of the ten
steps proposed for the ML pipeline, supported by case studies and practical examples.
The final sections discuss the implications of the findings for future research and the

broader application of MLOps principles in the industry.

1.2 Aims and objectives

The rapid evolution of machine learning (ML) technologies has propelled the integra-
tion of ML models into various industry applications. However, the transition from
development to production remains a significant challenge due to the complex nature
of operationalizing these models. Despite the growing scientific and business interests
in Machine Learning Operations (MLOps), there’s a knowledge gap in standardized
methodologies that efficiently bridge this gap.

* Current level of knowledge: Recent advancements in MLOps have sought to ad-
dress these challenges, focusing on automation, continuous integration, delivery,
and monitoring of ML models. Tools and platforms have been developed to
facilitate these operations. Yet, there remains a lack of a clear, transparent,
and standardized approach encompassing the entire lifecycle of ML models from

conception to deployment.



1.3.

OVERVIEW OF THE THESIS 3

Knowledge gap: The absence of a standardized methodology for MLOps projects
hinders the efficiency and reliability of deploying ML models in industry settings.
This gap affects the scalability of ML solutions and impacts the collaborative

potential between data scientists, developers, and operational teams.

Thesis objectives: To develop a standardized methodology for operationalizing
machine learning models in industry applications. To delineate a 10-step process
covering the entire MLOps spectrum, including business problem understand-
ing, data acquisition, ML methodology, continuous integration, delivery, train-
ing, monitoring, explainability, and sustainability. To evaluate the efficacy and
applicability of the proposed methodology through case studies and practical

implementations.

Approach and structure: This research adopts a comprehensive approach that
combines theoretical exploration with practical application. This thesis proposes
a replicable and scalable methodology by examining existing practices in MLOps
and leveraging the insights gained from the development and deployment of ML

models.

1.3 Overview of the thesis

* Chapter 2: Background knowledge

This chapter explores the current landscape of MLOps in depth, including an
analysis of existing tools, platforms, and methodologies. It highlights the chal-
lenges and opportunities in operationalizing ML models, setting the foundation

for the proposed method.

Chapter 3: The 10-step MLOps methodology
This is a detailed presentation of the 10-step methodology developed for this the-
sis. Fach step is thoroughly discussed, outlining its significance, implementation

strategies, and potential challenges.

Chapter 4 and 5: Case studies and practical implementations
Examination of real-world applications of the proposed methodology. This chap-
ter demonstrates the methodology’s effectiveness across different industry sectors,

showcasing its adaptability and impact on operational efficiency.
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* Chapter 6: Conclusion and future directions
This chapter summarizes the key findings and contributions of the thesis and
discusses potential areas for future research, particularly focusing on evolving
MLOps practices and the integration of emerging technologies. This structured
approach aims to clearly articulate the objectives and contributions of your doc-
toral thesis, providing a roadmap for addressing the challenges in MLOps through

a novel, standardized methodology.



Chapter 2
Background

The evolution of Machine Learning (ML) from a purely academic pursuit into a cor-
nerstone of modern industry applications has necessitated the development of robust
methodologies for deploying, monitoring, and managing ML models. This transition
is encapsulated in the emergence of Machine Learning Operations (MLOps), a disci-
pline that extends traditional software DevOps to accommodate the unique challenges
presented by ML workflows. The inception of MLOps is rooted in the broader digital
transformation observed across industries, where digital technologies have begun to re-
place traditional operational processes [1, 2]. As companies have sought to leverage the
predictive power of ML models, the complexities of integrating these models into pro-
duction environments have become increasingly apparent. Unlike traditional software
development, ML involves additional considerations, such as data versioning, model
training, and lifecycle management, necessitating specialized operational frameworks
[3]. MLOps has risen in response to these challenges, aiming to streamline the end-
to-end ML model development and deployment process. By incorporating practices
such as continuous integration, continuous delivery, and continuous monitoring into
ML workflows, MLOps facilitates a more agile and reliable approach to ML in produc-
tion [? ]. Despite its potential to revolutionize ML deployment, MLOps faces several
challenges. One of the primary issues is the lack of standardization in MLOps practices,
which can lead to inconsistencies in model performance and reliability across different
environments [? ]. Technological advancement in ML and related fields necessitates
constant adaptation and evolution in MLOps methodologies. Another significant chal-
lenge is ensuring the transparency and explainability of ML models within operational

pipelines. As ML models become more complex, understanding and interpreting their
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predictions become crucial, especially in critical applications such as healthcare and
finance. Contributions from academia and industry mark the ongoing development of
MLOps. Research efforts have focused on creating more robust, efficient, and transpar-
ent MLOps frameworks that can accommodate ML applications’ growing complexity
and scale [? ]. Innovations in AutoML, model monitoring, and data versioning indicate
the field’s direction towards greater automation and reliability [? | Furthermore, inte-
grating MLOps with emerging technologies like quantum computing and edge comput-
ing presents exciting prospects for the future of ML deployments. These advancements
further enhance the efficiency and capabilities of ML models, paving the way for more
intelligent and autonomous systems. In conclusion, MLOps stands at the intersection
of ML innovation and operational excellence. As the discipline continues to evolve, its
role in enabling scalable, reliable, and transparent ML applications will undoubtedly

expand, driving the capabilities of ML in transforming industries and society at large.



Chapter 3

MLOps: A Taxonomy and a
Methodology

This chapter describes the effort to define a clear and standardize methodology for
conducting MLOps projects, since in the current literature MLOps is stil mostly dis-
connected and sporadic. A review of the scientific literature is faced and a taxonomy
for clustering research papers on MLOps is proposed. In addition, methodologies and
operations aimed at defining an ML pipeline to simplify the release of ML applications

in the industry are presented.

The journal paper this chapter refers to is: M. Testi, M. Ballabio, E. Frontoni, G.
Iannello, S. Moccia, P. Soda, and G. Vessio, "MLOps: A Taxonomy and a Methodol-
ogy,” in IEEE Access (doi: 10.1109/ACCESS.2022.3181730) [4].

3.1 Introduction

Data availability has reached unprecedented levels, prompting businesses worldwide
to leverage these data and process them automatically, exploiting the generalization
power of Machine Learning (ML) to take actions and decisions [5]. Machine Learning, a
subset of artificial intelligence, focuses on developing algorithms and statistical models
that enable computer systems to improve their performance on specific tasks through
experience, without being explicitly programmed. The main categories of ML include
supervised learning, unsupervised learning, and reinforcement learning, each with its

unique applications and challenges.
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In most real-world applications, data are constantly changing. This implies that ML
models need to be retrained or, in the worst-case scenario, the entire ML pipeline
has to be rebuilt to tackle feature drift [6, 7]. A more frequent, faster, and simpler
release cycle helps meet any regulatory or business changes. To achieve industrial
growth, standardized production methods are required [8, 9, 10]. Statistical learning
theory provides the foundation for understanding the generalization of ML models.
This theoretical understanding is crucial for industrializing ML models, where a good
set of production methods must be applied [3]. One of the key elements in facilitating
the development of industry-leading companies is to improve communication between
Science Technology Engineering Math (STEM) professionals and industry leaders or
industry professionals by adopting a proven set of steps for industrializing ML solutions
(11, 12].

Machine Learning Operations (MLOps) is a candidate to define these standardized
production methods [2, 13]. MLOps can be viewed as the iterative process of pushing
the latest best ML models to production [14, 15]. In fact, conducting an MLOps
project means supporting automation, integration, and monitoring at all stages of
building an ML system, including training, integration, testing, release, deployment,
and infrastructure management [16, 17].

MLOps was born from different fields: ML, Development and Operations (DevOps),
and data engineering (Fig. 3.1).

Machine Learning

Data
Engineering

Figure 3.1: MLOps develops upon Machine Learning, DevOps, and data
engineering.

Of the three fields, DevOps had the biggest impact on MLOps development. De-
vOps is a method of thought and practice that aims to improve and remove as much

as possible the friction between development and operations (implementation and in-
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tegration), seeing them as a single process [18]. The goal of DevOps is to study ways
to improve service quality and features to meet customer needs [19, 20]. The primary
links between MLOps and DevOps are the concepts of continuous integration (CI) and
continuous delivery (CD), which allow software to be produced in short cycles, ensuring
that it can be reliably released at any time. These concepts are particularly impor-
tant when considering the unique challenges presented by ML systems, such as data
management, model reproducibility, and performance monitoring over time. we look
at how the current literature describes an ML project life-cycle, a picture like the one
illustrated in 3.2 (left) i) is often shown. In many companies, model development and
operations are carried out manually and without implementing MLOps. This slows
down the industrialization of ML methodologies. As ML models have zero Return on
Investment (ROI) until they can be used [21, 22|, time to market should be the first
metric to look at and optimize for any ML project. The only way to improve the re-
lease and continuous use of ML solutions in the industrial environment is to take great
care of the part following the development of the model, in particular the interface be-
tween the ML solution and the existing Information and Communication Technologies
(ICT) system. In fact, the most time-consuming step in releasing an ML solution into
production is Operations (Fig. 3.2 (right)). It is worth noting that, although MLOps
fosters process automation, its main goal is not to optimize business [23].

The integration of theoretical ML concepts into MLOps implementation can lead

to significant improvements in crucial areas such as:
* Model selection and hyperparameter optimization
* Feature engineering and selection

¢ Model evaluation and validation

Handling bias and variance

Scalability and efficiency
* Interpretability and explainability

Understanding these theoretical concepts enables practitioners to make informed
decisions throughout the ML lifecycle, from model selection and training to deploy-
ment and monitoring, ultimately leading to more robust, efficient, and adaptable ML

applications in industrial production environments.
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( N\ N

Training Validation Testing [ Design ] [Dev'(!llct’)(:)?rllent] [Operations]

Figure 3.2: Traditional work ow of ML (left) vs. MLOps work ow (right).

3.2 Objectives

The main objective of this chapter is to provide a literature review on MLOps to
highlight current challenges in building and maintaining an ML system in a production
environment [24]. At the same time, the aim is at giving an overview of why MLOps

was introduced to translate ML systems into production [25, 26].

To this end, papers and projects in the field of MLOps were selected and a taxonomy
to understand the work done so far is proposed. Key concepts were identified by
analyzing existing literature from 2015 to 2022. Finally, an operational methodology
to approach an ML project is proposed. This is the first effort to systematize the

literature on this topic and provide its operationalization.

The main difference between the operational methodology proposed in this chapter
and the traditional workflow implemented in many ML projects consists in the full
integration of the various project steps to realize an effective, scalable, but above all
industrializable solution. In fact, in most ML projects all forces are used for the de-
velopment of an accurate ML model, without giving due importance to the integration

and monitoring of the ML solution in the industrial environment.

The main motivation for proposing a methodology is to try to normalize each
step to bring ML models from research to production. Due to the growing interest,
researchers are trying to figure out each step of MLOps without involving business
partners in defining each step. This results in a misalignment in the definition of
the MLOps issues without having a clear vision from the transition from research to
production up to the maintenance of the models. By following a clear methodology,
teams can have a deeper overview of all processes and organize each part of a project

in a better and more systematic way.
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3.3 Machine Learning background and impact on
MLOps

Machine Learning (ML) is a branch of artificial intelligence that focuses on building
systems capable of learning from data without being explicitly programmed. There
are several fundamental categories of ML: supervised learning, unsupervised learning,
semi-supervised learning, and reinforcement learning. Each category not only involves
distinct algorithmic approaches but also impacts the deployment of machine learning
models in production environments through MLOps methodologies.

In supervised learning, the most commonly used approach, models are trained using
labeled data, where each input is paired with the correct output. Supervised learning
models, such as regression, decision trees, and neural networks, rely on large datasets
with precise labels. One of the significant challenges for MLOps with supervised learn-
ing is ensuring that labeled datasets are continuously updated and version-controlled.
This aspect makes data versioning an essential component in MLOps pipelines. Ad-
ditionally, the need for continuous monitoring in supervised learning is critical, as
real-world data drift can lead to model performance degradation if the underlying data
distribution changes over time.

In contrast, unsupervised learning deals with unlabeled data and is typically used for
clustering or dimensionality reduction tasks. Algorithms such as K-means, hierarchi-
cal clustering, and Principal Component Analysis (PCA) fall under this category. The
absence of labeled data presents a unique challenge in MLOps environments, as it is
more difficult to monitor the accuracy of unsupervised models. In this case, MLOps
must focus on monitoring changes in data structure and clustering behavior over time.
The explainability of models, which is a key feature in many MLOps frameworks, also
becomes more critical when dealing with unsupervised learning, as stakeholders may
not easily understand the basis of model decisions without clear output-label associa-
tions.

Semi-supervised learning bridges the gap between supervised and unsupervised learn-
ing by leveraging both labeled and unlabeled data. This approach is beneficial when
acquiring large volumes of labeled data is costly or time-consuming. MLOps must
address the need for efficient labeling tools that can assist in quickly labeling new data
as it arrives, automating part of the model retraining process. Here, MLOps platforms

that support active learning strategies, where models request labels for data points
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they are most uncertain about, play a crucial role in reducing manual efforts.

Finally, reinforcement learning (RL) presents a different set of challenges and oppor-
tunities within the MLOps framework. RL involves an agent interacting with an envi-
ronment to maximize cumulative rewards. The iterative nature of RL requires MLOps
pipelines to be highly flexible and capable of handling continuous feedback loops, dy-
namic policy updates, and evolving model behaviors. Continuous integration and de-
livery (CI/CD) become even more important in RL environments, as model retraining
and updates must occur frequently and seamlessly to prevent poor performance in
evolving environments.

In addition to understanding the different types of machine learning, it is also cru-
cial to recognize how the structure and complexity of ML algorithms influence the
deployment of these models in production environments. One of the main concerns
for MLOps frameworks is managing the computational complexity of advanced algo-
rithms, especially deep learning models, which require significant computing resources
for both training and inference. Deep learning models, such as convolutional neural net-
works (CNNs) and recurrent neural networks (RNNs), are computationally expensive
and typically require specialized hardware, such as GPUs or TPUs, to run efficiently.
MLOps pipelines must be equipped with tools for managing resources, distributing
workloads, and monitoring hardware utilization to ensure that models are deployed
cost-effectively.

Moreover, the efficiency of model deployment is directly tied to the structure of the
underlying ML algorithms. Some machine learning models, such as simple linear re-
gression or decision trees, can be easily deployed and integrated into production envi-
ronments with minimal resource requirements. On the other hand, models like deep
neural networks are much more complex and may require additional optimization tech-
niques such as model pruning, quantization, or knowledge distillation to reduce their
computational footprint before deployment. MLOps frameworks must include features
for model optimization to handle the transition of these models from development to
production efficiently.

Another key point to consider is the trade-off between accuracy and interpretability
of machine learning models. Simpler models, such as decision trees or logistic regres-
sion, are more interpretable and offer greater transparency, which is often required in
high-stakes domains like healthcare. However, more complex models, such as ensem-

ble methods or deep learning architectures, typically provide better performance at
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the cost of interpretability. MLOps methodologies must address these trade-offs by
incorporating tools for model explainability and interpretability into the deployment
pipeline, ensuring that stakeholders can trust the model’s decisions even when using
complex algorithms.

In summary, the type and structure of machine learning models have a significant
impact on the design and implementation of MLOps pipelines. MLOps must be ca-
pable of handling the complexities of various machine learning approaches, ensuring
that models are continuously monitored, retrained, and optimized throughout their
lifecycle. By addressing these challenges, MLOps enables the successful deployment
of machine learning solutions in real-world environments, bridging the gap between

theoretical research and practical implementation.

3.4 Proposed taxonomy

MLOps initiatives aim to establish resilient and efficient workflows by creating robust
pipelines [27], established practices [1], and auxiliary frameworks and tools. Indeed,
model development is only a small part of the overall process, and many other processes,
configurations, and tools need to be integrated into the system [28]. Bringing the
application of DevOps techniques in the context of continuous training (CT), CD, CI,
and continuous monitoring (CM) is among the main requirements of an ML project
that aims to provide process automation, governance, and agility.

In the literature, several projects have tried to tackle various aspects of the ML
production process by expanding existing libraries or by creating new tools to enhance
the quality and performance of specific processes or make them more insightful. Up to
now, there is no standardized and common pipeline to follow for an end-to-end MLOps

project. To cluster the different approaches, the following taxonomy is proposed:

1. ML-based software systems, also known as model-centric frameworks. These sys-
tems focus on the architecture of ML models with a view to (CI/CD) [29, 30, 31].
The goal of such systems is twofold: on the one hand, it is to create and automate
ML pipelines; on the other hand, the goal is to increase the level of automation
in the ML software life-cycle [32].

2. ML use case applications where, for example, papers explain an MLOps workflow
to foster collaboration and negotiation between surgeon and patient [33, 34] or

the ML pipeline on the Cloud for drug discovery [35].
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3. ML automation frameworks such as MLFlow [36], Kedro [37] or Amazon Sage-
Maker [38], and benchmarking frameworks such as MLPerf [39], MLModelScope [40]
and Deep500 [41]. These are interesting commercial tools that are already being
used in daily work practice and represent excellent ML framework automation

solutions.

The following subsections review in more detail the works that fall into the three

categories.

3.4.1 ML-based software systems

Machine Learning is becoming the primary approach to solving real-world problems.
Therefore, there are many data science teams studying how to apply DevOps prin-
ciples to industries. The ML life-cycle involves manual steps for deploying the ML
pipeline model. This method can produce unexpected results due to the dependency
on data, preprocessing, model training, validation, and testing. The idea is to design
an automated pipeline using two DevOps principles which are CI and CD.

The functionality of CI is to test and validate data, data schemes, and models. CD
is for an ML pipeline that should automatically deploy another ML service [30]. The
ML life-cycle has different methodologies to fit different scenarios and data types. The
approach most used by data mining experts is CRoss-Industry Standard Process for
Data Mining (CRISP-DM) [42], introduced in 1996 by Daimler Chrysler. Experts can
borrow the standard CRISP-DM methodologies and try to apply them to the MLOps
pipeline. The process typically involves two teams: ML scientists responsible for model
training and testing, and ML engineers responsible for production and deployment.

MLOps pipeline automation with CI/CD routines is as follows:
* Business problem analysis;
* Dataset features and storage;
e ML analytical methodology;
e Pipeline CI components;
* Pipeline CD components;

* Automated ML triggering;
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* Model registry storage;
* Monitoring and performance;
* Production ML service.

One of the points of greatest attention after CI and CD is monitoring, in terms
of metrics and Key Performance Indicators (KPIs), and the continuous deployment of
models. This part includes model performance, data monitoring, outlier detection, and
explanations of historical predictions. Continuous monitoring is a process that allows
understanding in real-time when validation performance tends to decrease. Outlier
detection is the key to trusting and keeping the model healthy. Therefore, the most
important function of continuous monitoring is to ensure high model performance and
KPIs used to validate models. There are many metrics to test the quality of a model,
such as precision, recall, F1, and MSE. However, these metrics evaluate a model in the
laboratory, regardless of the real-world context of how the model will be used. When
evaluating ML models in the context of real applications, model performance metrics
are not enough to establish the robustness of the models. The most basic step towards
supporting such KPI-based analytics is to ensure that KPIs and model metrics are
stored with a common correlation ID to identify which model operations contributed
to transactions with a particular KPI score [32]. Other important KPIs at the company
level for evaluating the performance of the model can be: time-to-market, infrastruc-
ture cost, scalability, and profitability indices on sales (ROS) [43]. Unfortunately, ML
models often fail to generalize outside the training data distribution [44].

Finally, the trust in the ML project is the model explanation. Explainability al-
lows users to trust the prediction and this improves transparency. The user can verify
which factors contributed to certain predictions, introducing a layer of accountabil-
ity [31]. The terms “explainability” and “interpretability” are being used interchange-
ably throughout the literature; however, in the case of an Al-based system, explainabil-
ity is more than interpretability in terms of importance, completeness, and fidelity of
predictions or classifications [45]. Explainable Artificial Intelligence (XAI) is a research
trend that promotes explainable decision-making. Many real-world ML applications
greatly increase the efficiency of industrial production from automated equipment and
production processes [46]. However, the use of “black-boxes” has not yet been over-
come due to the lack of explainability and transparency of the models and decisions
still present [47].
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3.4.2 ML Use Case Applications

One of the most difficult challenges is using ML in real-world applications where the
focus is on system integration and scaling. The setup of MLOps use cases is continuous
training, continuous integration, and continuous deployment [48], where new versions
of the ML system can be deployed in running software. In this section, a case study to
understand what a workflow looks like in an MLOps project is presented. The use case
concerns Oravizio [34], a software product that provides data-driven information on
patient-level risks related to hip and knee joint replacement surgery. Oravizio helps the
collaboration and negotiation between the surgeon and a patient so that the decisions
that are taken are informed and there is consent to the operation.

Oravizio provides three different dedicated prediction models:
* Risk of infection within one year from surgery;

* Risk of revision within two years from surgery;

* Risk of death within two years from surgery.

In the case of Oravizio, data were collected over the years, including 30;000 medical
records, from patients who have undergone surgery. Since the number of cases is
so large that no surgeon can process them manually during the appointment, these
data have been used to create a risk calculation model that predicts the outcome
of the surgery. The various formats of the data were one of the issues during pre-
processing to create a standard for later analysis [33]. Once the data are standardized,
an ML model can be created for each risk to enable validation and ensure regulatory
compliance. The models selected to be trained for this task were Logistic regression,
Random forest, XGBoost, and Weibull/Cox survival mode. According to the results,
gradient boosting with XGBoost produced the best performance and can be selected
for use in production [34].

As shown in Fig. 3.3, these models are usually re-trained during the life-cycle of an ML
product. We have new data and this entails continuous training to improve accuracy.
We also have continuous delivery in terms of deploying new models and continuous
monitoring, which has two faces: some indexes to track accuracy for data science
analysis, and some KPI or different indexes from the business or clinical side to help

understand the model and whether this approach can improve the business.
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Unfortunately, there are no other use cases available in the literature that have

a clear pipeline of MLOps where it is clearly explained the process from problem

understanding to model deployment and continuous training, delivery, and monitoring.

For example, in the case of the Uffizi Gallery in Florence [29], one of the most visited
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museums in Italy with over 2 million visitors, the project aims to reduce the queue
using ML but we do not have a clear set-up of the MLOps workflow. In the article
in question, the authors talk about the chosen architecture, the reason why it was
decided to use an ML algorithm and the run-time continuous training of the algorithm

to improve performance, but what is missing is a methodological guideline.

3.4.3 ML automation frameworks

To have a business impact, ML applications need to be deployed in production, which
means deploying a model in a way that can be used for inference (e.g., REpresen-
tational state transfer (REST) services) and deploying scheduled jobs to update the
model regularly. This is especially challenging when deployment requires collaboration
with another team, such as application engineers who are not ML experts, or when
the ML team uses different libraries or frameworks [36]. ML projects have created
new challenges that are not present in traditional software development. One of these
includes tracking input data, data versions, tuning parameters, and so on, to keep pro-
duction deployment up-to-date [49]. In this section, these challenges are summarized
and some of the most popular ML frameworks like MLflow, Kubeflow, MLPerf, etc. [50]

are described.

MLOps frameworks can be divided into three main areas [51] dealing with:

e Data management;

* Modelling;

e Operationalization.

Data Management

Data labeling tools (Table 3.1) are used to help the data science team to label large
datasets such as texts, images, etc. [52, 53|. Labeled data are used to train supervised
ML algorithms. Table 3.2. provides an overview of some data labeling tools and

advantages and disadvantages.
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Name Status Launched in

Doccane Open source 2019
Amazon SM Private 2017
Labelbox Private 2017
V7 Darwin Private 2018
Dataloop Private 2017
SuperAnnotate Private 2018
Supervisely Private 2017

Table 3.1: Some popular data labeling tools.

Amazon SM SuperAnnotate V7

Free trial 7 3 3

Automatlc label- 3 3 3

ing

Doc.ument pro- | 5 3 3

cessing

Image processing | 3 3 3

r1?eam collabora- 3 7 3

tion
Control of ML I@age/mdeo annota- The API and
models with | tion (useful for Com-

Pros .. CLI tools allow
sagemaker end- | puter Vision work- .

i to work flexibly

points flows)
Pricing is high Reporting and

Cons when  running | Team collaboration | analytics inte-
high amount of | is not possible gration are not
labels possible

Table 3.2: Pros and cons of some popular data labeling tools.

Data versioning tools (Table 3.3), on the other hand, are used by data science and
data engineering teams to manage different versions of models and datasets [54]. This
helps data science teams gain insights, such as identifying how data changes impact
model performance and understanding how datasets evolve. An overview of some

popular data versioning tools along with pros and cons are shown in Table 3.4.
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Name Status Launched in
Comet Private 2017
DVC Open source 2017
Delta Lake | Open source 2019
Dolt Open source 2020
LakeF'S Open source 2020
Pachyderm Private 2014
Qri Open source 2018
Weight Biases Private 2018

Table 3.3: Some popular data versioning tools.

DVC Delta Lake Dolt
Datz.i format ag- 3 7 7
nostic
Cloud storage 3 3 7
Simple to use 3 7 7
Support for Big
Data ! 3 !
. . Offers many
nghtwelght and features such | Similar to SQL
usable with all .
as ACID trans- | (more accessible
Pros Cloud platforms :
actions or | and less com-
and storage
tvpes metadata man- | plex)
M agement
DVC ver-
sion control Requlres using a | o DB and
is too coupled | dedicated data | . .
Cons . o is still a matur-
with pipeline | format (less ine product
management flexibility) &P
(redundancy)

Table 3.4: Pros and cons of some popular data versioning tools.

Modelling

In Table 3.5 and 3.6 show feature engineering tools that allow adding automation to
the process of extracting useful features from raw datasets to create better training
data [55]. These tools help speed up the process of feature engineering and extraction

and create better training data for ML, models.
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Name Status Launched in
AutoFeat Open source 2019
dotData Private 2018
Feast Open source 2019
FeatureTools | Open source 2017
Rasgo Private 2020
TSFresh Open source 2016
Table 3.5: Some popular feature engineering tools.
AutoFeat FeatureTools TsFresh
Can Easily handle cat- | Custom transforma- | Best open  source
Pros egorical features with | tions applied to data. | Python tool available
one-hot encoding and | Best at  handling | for time series classifi-
feature selection relational databases cation and regression
. For databases that are
Not good at handling .
relational data. Just not. re.lat1or%al, PO Can only be used for
. malization is neces- | . .
Cons make simple features time series data (less

and basic transforma-
tions

sary. Does not have
support for unstruc-

tured data

flexibility)

Table 3.6: Pros and cons of some popular feature engineering tools.

Developing ML projects involves running multiple experiments with different mod-

els, model parameters, or training data. Experiment tracking tools save all necessary

information about different experiments [56]. This allows to track the versions of exper-

iment components and results and allows for comparison between different experiments.

Some examples of experiment tracking tools are shown in Table 3.7. In Table 3.8, a

summary of their pros and cons is presented.

Name Status Launched in
Comet Private 2017
Guild AT Open source 2019
ModelDB Open source 2020
Neptune.ai Private 2017
TensorBoard | Open source 2017
Weight Biases Private 2018

Table 3.7: Some popular experiment tracking tools.
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TensorBoard Neptune.ai Comet
Open source 3 7 7
Platform anq lan- E K ’
guage agnostic
Easy to set-up 3 3 3
Scalable for many 4 3 3
experiments
Large library of | Flexible and | Features for
Pros pre-built track- | works well with | sharing work
ing tools and | other frame- | and data science
easy integration | works workflows
May not scale | Paid  solutions The - free —tier
: only offers one
Cons well with large | may be expen- .
. . free private
experiments sive .
project
Table 3.8: Pros and cons of some popular experiment tracking tools.
Name Status Launched in
Google Vizier Public 2017
Hyperopt Open source 2013
Optuna Open source 2018
Scikit-Optimize | Open source 2016
SigOpt Public 2014
Talos Open source 2018
Table 3.9: Some popular hyperparameter tuning tools.
HyperOpt Optuna SigOpt
Designed to accommo- User API .to dynam- | Black-box ‘hy‘perpa—
. . . |ically build search | rameter optimisation
Pros date Bayesian optimi- .
: ) spaces for hyperpa- | solution that auto-
sation algorithms .
rameters mates model tuning
Pruning in Optuna
Missing some  docu- automat‘@ally st'ops Black—box optimiza-
Cons . unpromising trials | tion can be a problem
mentation . . S
early during training | (less flexibility)
(can be a problem)

Table 3.10: Pros and cons of some popular hyperparameter tuning tools.
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Hyperparameters are the main part to get better models. These are the parame-
ters of the ML training algorithms such as the learning rate, the type of regularization
applied, and so on. Hyperparameter tuning tools help automate the process of search-
ing and selecting the optimal hyperparameters that perform better [57, 58]. Popular

hyperparameter tuning tools are shown in Table 3.9 and 3.10.

Operationalization

ML model deployment tools facilitate the integration and deployment of ML models
into production [59]. Some tools with advantages and disadvantages for each software
are shown in Table 3.11 and Table 3.12.

Name Status Launched in
Algorithmia Private 2014
BentoML Open source 2019
Kubeflow Open source 2018
Seldon Private 2020
Tensorflow Serving | Open source 2016
Torch Serve Open source 2020

Table 3.11: Some popular model deployment tools.

'.I‘ensorFlow Serv- Kubeflow Seldon

ing

Offers monitoring | Custom offline mod-

M h .
any batch requests and status control | els.  Real-time pre-

to the same model,

Pros .. and simplifies the | dictions that expose
model versioning .
onboarding of new | APIs to external
management .
team members clients
Difficult to set-up and
. configure  manually. .
k 1 h Ten- . N, . -
Cons Works only with Ten High availability is Set-up can be a bit

sorFlow models complex

not automatic (man-
ual configuration)

Table 3.12: Pros and cons of some popular model deployment tools.

ML model monitoring is another important part of a successful ML project because
ML model performance tends to decay after model deployment due to changes in the

input data stream over time [60, 61]. Model monitoring tools detect data drift and
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anomalies over time and allow to set alerts in case of performance issues. An overview
of some popular data monitoring tools is provided in Table 3.13 and in Table 3.14,

with advantages and disadvantages.

Name Status Launched in
Arize Private 2020
Evidently AI | Open source 2020
Fiddler Private 2018
Losswise Private 2018
Neptune.ai Private 2017
Unravel Data Private 2013

Table 3.13: Some popular model monitoring tools.

Neptune.ai Arize Evidently Al

Flexible metadata | . . . Open-source ML
. Simple  integration, .

structure, customiza- model monitoring

. -1 h validati :
Pros | tion of dashboards | P'o, cinen va 1dat10p system and integra-
and automatic moni-

and log performance torin tion with  Pandas

metrics & DataFrames

Paid solutions might | Paid solutions might | Too constrained to use
Cons . .

be expensive be expensive Pandas DataFrames

Table 3.14: Pros and cons of some popular model monitoring tools.

There are also tools that cover the end-to-end ML life-cycle [62]. Some popular

platforms are shown in Table 3.15 and in Table 3.16 with advantages and disadvantages.

Name Status Launched in
Alibaba ML Public 2018
Amazon SM Public 2017

Cloudera Public 2020
Databricks Private 2015
DataRobot Private 2019

Google Cloud Public 2008
H20.ai Open source 2012
Iguazio Private 2014
Microsoft Azure Public 2010
MLFlow Open source 2018

Table 3.15: Some popular ML life-cycle tools.
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Amazon SM

Microsoft Azure

Google Cloud

Many features that
make building, train-

Azure ML platform
supports Python, R,

Possibility to perform
tasks without writing

two months free)

and credits to explore

Pros | ing, monitoring and .’ | any code using the
deploying ML models Jgpyter and RStudio Auto ML feature with
with automated ML
easy an easy-to-use Ul
Paid solutions, but
Cons Paid solutions (first | 12-month free service | Less  customization

because codeless

Azure

Table 3.16: Pros and cons of some popular ML life-cycle tools.

3.5 Proposed Machine Learning Operations Method-
ologies

In this section, it is proposed a methodology for an MLOps project that aims to unify
the lessons learned from the literature review into a single framework. The main
difference from the other frameworks is the attempt to create a new standard for ML
projects inspired by CRISP-DM that helps strengthen the link between research and
industries. Below, the different stages of the proposed MLOps process are described.

Figure 3.4 provides a schematic overview.

3.5.1 Business Problem Understanding

Establishing a business understanding and the success criteria for solving the prob-
lem under study is the first step in an ML project [63]. Business understanding is a
non-technical phase and, for this reason, communication between data scientists and
business experts is the main part of identifying the business problem. During this
phase, it is essential to map the processes, systems, key data elements, and policy doc-
umentation for the key domains expressed in the business problem. This information
is often created and maintained by the data governance team with an enterprise data
governance. The initial step is gathering requirements and clearly defining the objec-
tives and key results (OKR). In this part, data scientists should discuss with business
experts to determine if ML can really help. For each of the OKRs, it is necessary to

define one or more KPIs [64]. These KPIs need to be documented for future reference
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and will be critically useful in ensuring that the project delivers the expected value.
The KPIs must match the metrics (MSE, accuracy, etc.) used by the data science
team to understand how model improvement impacts the business. The definition and
documentation of business problems provide a key context for the subsequent phases,
helping to distinguish relevant data, defining how data maps into the model (both
during training and deployment), and identifying which dimensions of the model per-
formance should be monitored once the model is in production and according to what

criteria [65].

3.5.2 Data Acquisition

During data acquisition, the goal is simply to collect enough data to train the ML
model to get the first solution [66]. The data scientist identifies information in terms
of features/attributes presented for a specific business problem. These aspects should
be discussed with a field-expert data engineer to identify potential data sources. Once
the dataset is identified, the data engineer builds the pipeline that makes the data
available to the data scientist. The data engineer performs the preliminary cleaning
and validation steps so that there is a sufficient amount of high-quality data to meet

the data scientist’s needs.

The tasks for data acquisition can be summarized as follows:
e Data Extraction: select and integrate the data relevant to the ML task.

* Data Analysis: exploratory data analysis to understand the data schema and the

characteristics expected by the model.

* Data Preparation: identify the data preparation and feature engineering required
for the model. This preparation involves data cleaning and splitting into training,
validation, and test set. Data transformation and feature engineering also apply
to the model that solves the target task. The output of this step is data ready
in the prepared format. For example, NULL values are converted to zero, or

outliers are excluded from the dataset.

When there is not enough data to train the model, two main methodologies allow

to bypass the problem:
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* Data Augmentation is a technique that allows increasing the number of data
available by inserting copies of the data (e.g., in the case of images, we use the
same rotated, enlarged, blurred, etc.).

e Transfer Learning, which allows reusing most of the weights of a neural network

already trained on a similar problem.

3.5.3 ML Methodology

After data acquisition, selecting the best ML algorithms to solve the problem is a key
part of the ML project. Usually, the data science team studies the state-of-the-art
for the specific problem and tries a bottom-up approach to solving it. ML is exper-
imental by nature, trying different features, models, parameters and hyperparameter
configurations to find what works best. The bottom-up approach typically consists in
trying different models with increasing degrees of complexity until reaching the best
one. This methodology helps data scientists to start with simple models before trying

to implement complex ones.

Business
Problem Understanding

L 4

Data ML Training
Acquisition ML Methodology & Testing

4

)

Continuous Integration
Continuous Delivery
N
Continuous Training
N
R

Continuous Monitoring

Explainable Al

Sustainability

Figure 3.4: Proposed MLOps work ow.
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3.5.4 ML Training and Testing

The process of training and optimizing a new ML model is an iterative process in which
data scientists test several algorithms, features, and hyperparameters. Once the best
ML models have been chosen, they are re-trained and tested. The models are evaluated

using different validation methods such as:

* Holdout validation, this is a type of external validation in which the dataset is

split into two randomly sized subgroups.

* Cross-validation, in which the original sample is randomly partitioned into K
equal-sized subgroups. Of the k subgroups, one subsample is kept as a testing

dataset and k — 1 as training.

* Bootstrap validation, in which we resample the dataset with replacement pro-

ducing new datasets with the same number of instances as the initial dataset.

The output of this step is a set of metrics for evaluating the quality of the model.
Once this iteration is complete, the weights of the best models are saved and deployed
using an API infrastructure. Training and testing an ML system is integration, data
validation, trained model quality evaluation, and model validation. The main goal is
to keep track of all experiments and maintain reproducibility while maximizing code
reusability [67]. We have seen that there exist different tracking tools which can simplify
the process of storing the data, the features selected, and model parameters along with
performance metrics. These allow to compare the differences in performance and aid
the reproducibility of the experiments. Without reproducibility, data scientists are
unable to deliver the model to DevOps to see if what was created in the lab can be

faithfully reproduced in production [68].

3.5.5 Continuous Integration

Continuous integration is a well-established development practice in the software devel-
opment industry [48] and is the first step in starting the continuous delivery journey. CI
enables companies to have frequent releases, and improve software quality and teams’
productivity [69]. This practice includes automated software building and testing [70].

In the continuous integration pipeline, we build source code and run various ML

trained models. The outputs of this stage are components (packages and artifacts) to
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be deployed in the pre-production/production environment of continuous delivery [71].
The ML code is a small portion of a real ML system because an important component is
the infrastructure, configuration, and data elaboration. Continuous integration for ML
systems relies on having a substantial impact on the end-to-end pipeline to automate
the delivery of the ML models with minimal effort. The main steps for continuous

integration are [72]:
* Source code management (SCM);
* Push/pull changes to the repository to trigger a continuous delivery build;

* Check the latest code and associated data version from the data repository stor-

age;
* Running of the unit tests;
* Building/running of the ML model;
* Testing and validation;
* Packaging of the model and building of the container image;
* Pushing of the container image to the registry.

Several software tools have been used for the deployment of ML models such as
Jenkins [73], Git [74], Docker [75], Helm [? |, and Kubernetes [76]. Then, to summa-
rize, the pipeline and its components are built, tested, and packaged when new code
is committed or pushed to the source code repository. CI is testing and validating
code, dataset, data schemas, and models. The validated model is deployed to a target

environment to provide predictions. This deployment can be one of the following:
e Microservices with a REST API to provide online predictions;
* A model embedded into an edge or mobile device;

* Part of a batch prediction system.
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3.5.6 Continuous Delivery

Continuous delivery has the goal to ensure that an application is always in a production-
ready state after successfully passing the automated tests and quality checks [77].
The object of the deployment stage is to enable a seamless roll-out of new models,
with the lowest possible risk. Best practices in the continuous delivery of software
services involve the use of safe deployment techniques, such as A/B tests. CD is an
ML pipeline that should automatically deploy model services. CD employs a set of
practices such as CI, and deployment automation to automatically deliver software
in production [78]. CD is a push-based approach [79] and this practice has reduced
deployment risk, lowered costs, and gained user feedback faster.

In this phase, the construction of artifacts takes place, which were produced by pre-
vious continuous integration in the staging/pre-production/production environment.
Test models are obtained from this phase. The components of the CD pipeline are

summarized as follows:

* Staging environment: deploying the trained ML model first in a staging environ-
ment is a standard operation in ICT. The output of this step is a test model that

is pushed into the model registry archive.

* Model register archiving: necessary to define an archiving location where ML

models in staging state and ML models in production state are loaded.

» Automatic activation: this step is performed automatically according to a sched-
ule or a response in the production environment. The output of this phase is a

test model that is pushed into the staging environment.

3.5.7 Continuous Training

During continuous training, we need to keep storing more data and setting up the data
in the same way we train our model. This means detecting outliers to understand when
the data distribution diverges from the training data. CT is concerned with automati-
cally retraining and serving models [80]. Continuous training is a part of MLOps which
automatically and continuously retrains models before they are redeployed.

To design a continuous training strategy, we should answer the following ques-
tions [81]:

e When should a model be retrained?
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Periodic training.
— Performance-based trigger.

— Trigger based on data changes.

Retraining on demand.
* How much data is needed for retraining?

— Fixed window.
— Dynamic window.

— Representative subsample selection.
» What should be retrained?

— Continual learning vs. transfer learning.

— Offline (batch) vs. online (incremental) learning.
o When to deploy the model after retraining?

— A/B testing.

3.5.8 Continuous Monitoring

The main objective during the monitoring stage is to manage the risks of the in-
production models by checking for performance drift [82] and alerting an operator
that model accuracy has dropped. The model predictive performance is monitored
to potentially invoke a new iteration in the ML process. Once the model has been
deployed to production, it still needs continuous validation or testing because patterns
in the data can change over time. The model may become less accurate because the
data used in training the model are no longer representative of the new data existing in
production [67]. Performance monitoring not only affects the quantitative performance
metrics. Therefore, during the continuous monitoring, both metrics and the KPIs from

the technical part to the business part must be taken under control.

3.5.9 Explainable AI

Deep Learning methods [83] now dominate benchmarks on different tasks and achieve

superhuman results. This improvement has often been achieved through increased
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model complexity. Once these models have become a real application in production,
the community has started studying the “explainability” of the models to answer busi-
ness questions. Explainability can be defined as “the degree to which a human can
understand the cause of a decision” [84]. Explainability is mostly connected with the
intuition behind the outputs of a model [85]; therefore, an ML system is explainable
when it is easier to identify cause-and-effect relationships within the system inputs and
outputs. For example, in image recognition tasks, part of the reason that led a system
to decide that a specific object is part of an image (output) could be certain dominant
patterns in the image (input). The more explainable a model is, the greater the un-
derstanding practitioners get in terms of internal business procedures that take place
while the model is making decisions. An explainable model does not necessarily trans-
late into one that humans can understand (internal logic or underlying processes) [86].
The explainability of the model allows the user to build trust in the predictions made
by the deployed system and improve transparency. The user can verify which factors

contributed to certain predictions, introducing a layer of accountability [87].

3.5.10 Sustainability: Carbon Footprint

The increasingly common use of Deep Learning models in real-world projects, as the
other side of the medal, corresponded to immense growth in the computation and
energy required [88]. If this growing trend continues, Deep Learning could become a
significant contributor to climate change. This trend can be mitigated by exploring
how to improve energy efficiency in the DL models [89]. Hence, data scientists need to
know their energy and carbon footprint, so that they can actively take steps to reduce
them whenever possible. Carbon footprint is a measure of the total exclusive amount
of carbon dioxide emissions that are directly and indirectly caused by an activity or
accumulated during the life stages of a product [90].

Strubell et al. selectively focused on carbon footprint analysis on Al models for
natural language processing [91]. For example, the training of an NLP Transformer
model was estimated to be equivalent to that of a commercial flight between San
Francisco and New York. The publication of these estimates has had a significant
effect in the scientific world. Following the publication of these data, the 2020 White
Paper on Al released by the European Commission has called for actions that go
beyond the collection of impressive but admittedly anecdotal data about the training

of selected AI systems [92]. For this reason, it is necessary to calculate the carbon
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footprint of each individual Al system and the AI sector [93].

3.6 Limitations and Future Perspectives

The limitations of MLOps, as discussed in the previous paragraphs, include challenges
in managing the complexity of continuous model training, deployment, and monitoring,
especially as machine learning models tend to decay over time due to changing data
streams. While several tools exist for hyperparameter tuning and model monitoring,
there is still a lack of cohesive pipelines to systematically handle the entire lifecycle
of machine learning models. This fragmentation in tooling and processes can lead to
inefficiencies and inconsistencies in model management. As ML algorithms become
more complex, particularly with the advent of deep learning models with millions of
parameters, MLOps practices face scalability challenges in versioning, reproducibility,
and resource management. Ensuring sustainability is another significant limitation,
particularly concerning the high energy consumption of deep learning models. The
environmental impact of training and deploying large-scale ML. models is becoming
an increasingly important consideration in MLOps practices. As ML models become
more sophisticated, their decision-making processes often become less interpretable,
challenging MLOps practices in performance monitoring, fault diagnosis, and meeting
regulatory requirements for model transparency and explainability. Some advanced
ML algorithms designed for continuous learning can conflict with traditional MLOps
practices, creating difficulties in model versioning, A /B testing, and implementing roll-
back strategies for models that learn from live data. Future perspectives highlight the
need for developing more efficient tools to optimize energy use and carbon footprints, as
well as improving explainability in AI models to enhance trust and accountability. As
MLOps continues to evolve, there is an increasing need for standardized practices, espe-
cially in industries like biomedicine and cybersecurity, where end-to-end pipelines can
provide significant advantages. Creating more flexible MLOps frameworks that can
accommodate a wider range of algorithm structures, developing sophisticated mon-
itoring systems for complex and continuously learning models, and enhancing data
management practices to better support the data-dependent nature of ML algorithms
throughout their lifecycle are crucial areas for future development. By addressing these
limitations and focusing on these future perspectives, the field of MLOps can evolve

to better support the full spectrum of machine learning algorithms in industrial appli-
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cations, realizing the full potential of ML in various sectors while ensuring efficiency,

sustainability, and trustworthiness.

3.7 Conclusion

In this chapter, an overview of approaches in the literature using MLOps was provided
together with a taxonomy of the current literature and proposed a methodology for
addressing MLOps projects. The application of DevOps principles to ML and the use
of MLOps in the industrial environment are still little discussed topics at the academic
level. Current literature is mostly disconnected and sporadic. In this chapter a review
to systematize and add clarity to the definition and methods of MLOps was proposed.
The aim was to define a high-level strategy for dealing with MLOps projects; the goal
of future work is to apply the proposed methodology to use cases such as biomedical
imaging and finance. Experimental work will be required to test the pipeline defined
in this manuscript.

Traditionally, data preparation, model training and testing, and performance com-
parison are key points of traditional pipelines. In this chapter, the importance of many
other, no less important aspects, was addressed. For instance, continuous monitoring,
sustainability issues, etc. Following well-defined guidelines is the only way to allow the
traceability and reproducibility of the results obtained in an Open Science context. For
this reason, it is crucial to use systematic procedures for greater cohesion in the scien-
tific community to follow clear and clean pipelines in MLOps. The remaining challenge
for the community is to try to apply an ML methodology to an end-to-end use case
trying to go through each point of this methodology and show what happens if some
phases are not used. Specific areas, such as biomedicine, finance, cyber-security, man-
ufacturing [94], can greatly benefit from adopting MLOps, and we believe the pipeline
defined in this paper can bring advantages over traditional practices.

According to Fortune Business Insights, the global Machine Learning market is
expected to grow from $15.50 billion in 2021 to $152.24 billion in 2028 with a compound
annual growth rate of 38.6% over the forecast period. MLOps aims to create long-term
ML solutions, reducing maintenance costs, and monitoring and optimizing workflows.
Understanding and intercepting new challenges and trends such as the emerging MLOps

will provide a strong competitive advantage to companies adopting this solution [95].



Chapter 4

Standard Fetal Ultrasound Plane

Classification

This chapter explores the application of MLOps to a specific medical use case, showing
its potential benefits in this context. The attention is posed on the classification of
standard fetal planes from gynecological ultrasound images. To this purpose, a Health-
MLOps pipeline is introduced. It includes data acquisition, model training, monitoring,
explainability, and sustainability. It provides a practical guideline to both researchers
and clinicians interested in incorporating MLOps in the clinical practice to improve

the reliability and efficiency of ML models in healthcare.

4.1 Introduction

Standard plane detection is a crucial technique in fetal ultrasound (US) imaging, aimed
at identifying specific anatomical planes essential for accurate fetal assessment. This
method ensures consistency and reliability in capturing images critical for diagnosing
fetal conditions. However, interpreting these US images is highly dependent on the
operator’s expertise and can be complicated by artifacts such as speckle noise and
acoustic shadows [96, 97].

Artificial Intelligence (AI) models, specifically Deep Learning (DL) ones, can auto-
mate this classification process, thereby assisting clinicians in making accurate inter-
pretations. In the existing literature, notable progress has been made in fetal standard

plane detection through DL approaches [98, 99]. However, comprehensive guidance on

35
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integrating these models into an MLOps pipeline is lacking.

MLOps, or Machine Learning Operations, is a set of practices that combines Ma-
chine Learning (ML) with DevOps (Development and Operations) to automate and
streamline the ML lifecycle. This includes data acquisition, model training, deploy-
ment, monitoring, and Continuous Integration/Continuous Deployment (CI/CD). A
well-developed MLOps pipeline provides a structured approach to managing the ML
lifecycle, facilitating seamless automation and integration with existing systems [100].

Although some Al algorithms have already been integrated into devices, such as
BioticsAI 1, GE Healthcare’s Verisound AI 2, and Intelligent Ultrasound’s ScanNav
FetalCheck 2, a robust MLOps pipeline offers several advantages. It can enhance ML
models’ reliability, scalability, and maintainability, ensuring they can be effectively
used in clinical settings.

The FetalMLOps pipeline is designed to address the unique challenges in fetal ultra-
sound image classification, such as the high variability in image quality and anatom-
ical diversity across gestational stages. Compared to traditional Al workflows, this
pipeline integrates continuous monitoring and retraining to ensure that models remain
accurate as new data become available, which is critical in dynamic healthcare envi-
ronments. Furthermore, by incorporating explainability mechanisms like Grad-CAM,
the methodology ensures clinicians can trust the model outputs, enhancing adoption

in clinical settings.

4.1.1 Related Work

Recent research has highlighted the application of MLOps across various sectors, em-
phasizing its role in improving operational efficiency and scalability in ML projects,
ranging from cloud-based solutions [101] and open-source Al architectures in agricul-
ture [102] to digital twin models [103]. This breadth demonstrates the adaptability of
MLOps in enhancing scalability across diverse applications.

In healthcare, however, only a single study has attempted to establish compre-
hensive MLOps guidelines [104]. This study introduces a framework addressing the
complexities of ML in healthcare, emphasizing data governance, secure model deploy-

ment, and monitoring strategies that comply with healthcare regulations. Nevertheless,

Ihttps://www.biotics.ai/
Zhttps://www.gehealthcare.com/products/ultrasound/ultrasound-digital-solutions
3https://www.intelligentultrasound.com/scannavfetalcheck/
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building an MLOps pipeline for fetal US presents unique challenges that underscore
the need for a specialized approach.

While most research on fetal standard planes primarily focuses on ML design, cov-
ering data preprocessing, model selection, and performance evaluation for accurate
predictions [105], this narrow focus overlooks other critical components of the MLOps
lifecycle [3, 104, 102]. Our work seeks to bridge this gap by providing a detailed use
case that thoroughly explains each step of implementing MLOps. This approach en-
sures that the challenges specific to fetal US are addressed and helps researchers and
practitioners understand how to build efficient, reliable, and scalable MLOps pipelines

suitable for prenatal care.

4.1.2 Contribution

This chapter contributes to the field by developing a comprehensive MLOps pipeline
for fetal US imaging: FetalMLOps. The pipeline is designed to be robust and scalable.
In the following sections, it is demonstrated’s applicability in clinical settings through
pre-production mode experiments, and a practical use case is presented.

This chapter delves into several critical aspects necessary for the successful deploy-

ment of ML, models in this context:

1. Data acquisition and preparation: The focus is posed on collecting and prepro-
cessing high-quality fetal US data, ensuring that the datasets used are represen-

tative and diverse.

2. ML methodology: State-of-the-art ML techniques are applied to develop models
that accurately detect and analyze fetal standard planes, optimizing these models

for performance and reliability.

3. Continuous Integration and Continuous Deployment (CI/CD): A CI/CD frame-
work is implemented to automate the integration and deployment of ML models,

facilitating rapid iteration and deployment of updates in a clinical setting.

4. Algorithm explainability: Recognizing the importance of transparency in clinical
applications, explainability features are incorporated into the developed models,

enabling clinicians to understand and trust the decisions made by Al systems.
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5. Environmental impact: The environmental footprint of our ML models is as-
sessed by considering factors such as computational resource usage and energy
consumption, and strive to develop more sustainable Al solutions.

By addressing these factors comprehensively, this chapter provides a deeper un-
derstanding of the challenges and solutions in operationalizing ML models in fetal US
imaging. The goal is to set a precedent for future studies and implementations, show-
casing how MLOps principles can enhance the e ectiveness and reliability of Al in
clinical practice [106].

4.2 FetalMLOps

In Chapter 3 a methodology for MLOps was presented. The objective was to establish
a new standard for ML projects, modeled after the well-known CRISP-DM framework
[107], to strengthen the link between research and industry. The proposed FetalMLOps
pipeline, as illustrated in Fig. 4.1, incorporates ten distinct steps that cover the entire
ML work ow. While each step is carefully detailed and examined about the identi ed
use case, further discussions and adaptations are required to address the unique chal-
lenges of fetal US imaging. These discussions will ensure that the pipeline is optimally
tailored to handle this medical application's complexities and regulatory requirements.
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Figure 4.1: The MLOps life cycle starts with understanding the problem
and ends with sustainability. All phases are crucial, but one of the newer
ones is Safe-Al (Sustainable, Accurate, Fair, and Explainable Arti cial In-
telligence). This cycle is a continuous journey of improving and re ning
ML models to achieve reliable and accurate results.

4.2.1 Problem Understanding

Fetal US is the most commonly used imaging modality to assess fetal growth com-
prehensively and to monitor possible congenital disabilities due to its low cost and
safety [98]. Sonographers use standardized acquisition planes to improve the repro-
ducibility of fetal biometry and fetal assessment to perform a comprehensive fetal
evaluation. Di erent considerations must be made at various stages of gestation. This
paper focuses on the mid-trimester and third-trimester US, which are the most accurate
for detecting standard scan planes. As shown in Fig. 4.2, planes that are typically ac-
quired during clinical practice include the fetal brain (FB), femur, abdomen, maternal
cervix, and fetal heart (including the 4-chamber view). FB includes trans-ventricular,
trans-thalamic, and trans-cerebellar planes. The speci ¢ standard plane is acquired
by a clinician moving the probe over the mother's belly in search of speci ¢ anatom-
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ical landmarks of interest. For instance, the trans-ventricular plane is identi ed by
locating the atrium of the lateral ventricles. In contrast, the trans-thalamic plane is
characterized by visualizing the cavum septi pellucidi and the thalami. Similarly, the
abdominal plane is identi ed through the presence of the stomach and the umbilical
vein, and the four-chamber heart view includes the detection of the left and right ven-
tricles and atria. These landmarks are crucial for accurate fetal assessment and are
part of the standardized guidelines set by the International Society of Ultrasound in
Obstetrics and Gynecology (ISUOG). Strong clinical experience is required to handle
the wide range of di erences between US images based on gestational age (GA), equip-
ment suppliers, and probe angles. In addition, some anatomical structures may appear
in multiple planes (as in TT, TV, and TC), increasing the di culty of identifying the
scan plane. An automated algorithm should consider all these challenges, producing
accurate but reliable results.

During this phase, it is essential to collect physicians' needs to understand the pref-
erences of healthcare providers and support software developers in clearly identifying
healthcare requirements [108]. A mixed-method approach can be used to collect data
on physicians' preferences. An online survey can provide insights into current clinical
work ows and desired functionalities in digital tools for fetal US assessment. After a
prototype is developed, test sessions allow clinicians to interact with the tool, providing
valuable feedback on usability, functionality, and design based on their practical expe-
rience. Moreover, working with fetal US images raises concerns about interpretability,
as ML models often do not communicate the rationale behind their predictions. This
is a signi cant drawback in fetal medicine, where critical decisions are made based on
clearly grounded data. Therefore, enhancing the explainability of models is crucial. Fi-
nally, developing environmentally, socially, and economically sustainable algorithms is
imperative to ensure ML models remain fair, inclusive, and energy-e cient, ultimately
supporting ethical and practical prenatal care.
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Figure 4.2: Most common fetal planes acquired during clinical practice.

4.2.2 Data Acquisition

There are a few critical considerations regarding data acquisition in MLOps, in partic-
ular (i) quality and (ii ) volume of the data, (ii ) privacy and security of data collection
and storage, and /) ethical aspects.

Data quality refers to the completeness of the data, an essential ingredient to build-
ing accurate and reliable ML models. In gynecology, images that are too clean may not
represent the complexity of the actual fetal US scan plane detection scenario, which
is usually characterized by various US artifacts. Moreover, it is essential to collect
fetal US scan planes at di erent GAs since the fetus undergoes developmental changes
during each trimester, modifying how its condition is assessed. For this reason, fetal
US scans are performed from the beginning of the second up until the third trimester
of gestation.

Data volume mainly concerns the dataset size. The greater the variability and
volume, the better the ability to generalize to unseen data. The minimum size required
to obtain reliable models depends on several factors, such as problem complexity, data
diversity, and desired accuracy. Unfortunately, pathological conditions may be rare,
and nding enough patients with the same condition may be challenging.

Privacy and data security are other critical issues because of the sensitive and per-
sonal nature of tracking information in standard planes: US images can e ectively
be used for biometric measurement or disease diagnosis, calling for strict protection
policies against unauthorized access, misuse, and theft. Encryption, rewalls, and
other security technologies must be implemented to ensure technical safeguards. Data
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anonymization, i.e., removing or masking personally identi able information and lim-
iting sensitive data access, is recommended.

In addition, several regulatory frameworks govern the development and use of ML
systems in healthcare. Specic to data use and storage, there are the General Data
Protection Regulation (GDPR) and the Health Insurance Portability and Account-
ability Act (HIPAA), as well as industry-specic guidelines and standards, such as
those established by the International Medical Device Regulators Forum (IMDRF).
Moreover, Fetal US image analysis requires obtaining informed consent from pregnant
women. Physicians must seek approval from local ethics committees before US data are
acquired for training ML algorithms. Ethics committees guide and evaluate research
and experimentation from an ethical perspective in compliance with current national
and international legislation. They may also provide advice and opinions on ethical
aspects of the research activities.

Collaboration with physicians is vital to ensure a principled data acquisition step.
Their experience actively helps in understanding anatomical structures, normal and
abnormal fetal development, and identifying pathological ndings. Physicians' knowl-
edge is vital to determine the clinical relevance of acquired US images and provide
reliable image annotation, primarily through multicenter trials where various medical
centers tag the same images to achieve a standardized and consistent labeling process.
The former guides ML algorithms to answer speci c clinically relevant questions, while
the latter ensures accuracy and soundness.

Also recommended is synthetic data usage: data obtained from a generative process,
learning the real data properties [109, 110]. Both data privacy and volume issues can
be mitigated by synthetic data, in addition to shortening the duration of ML projects,
reducing compliance e orts, and e ectively working as a privacy protection mechanism,
superior to traditional anonymization [111, 112, 113]. Recent studies indicate that
synthetic data su ciently preserves the analytical utility of actual data for building
ML models [114, 113].

The data acquisition steps can be summarized in Fig. 4.3.
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Figure 4.3: Data acquisition is a crucial step in clinical ML. The process
involves assessing the quality and quantity of the data and ascertaining
whether it meets ethical and legal standards. The ethics committee must
review and approve the acquired dataset before conducting any analysis to
ensure compliance with ethical guidelines and safeguard against Al risks.

This use case exploits thé&etal Planesdataset made public by [115]. The data were
collected at BCNatal, a center that integrates the Maternal-Fetal Medicine and Obstet-
rics departments at SJD Children's Hospital Barcelona and Hospital Clinic Barcelona.
Images were acquired during standard clinical practice at the beginning of the second
and third trimesters of pregnancy using six di erent US devices by di erent operators.
Although the dataset consists of 12400 images classi ed into six classes (abdomen,
brain, femur, thorax, maternal cervix, and others), only the images labeled as the
maternal cervix, brain, and thorax were considered, since the size of these classes is
relatively balanced with each other (1718, 1626, and 3092 images for the fetal thorax,
maternal cervix, and brain, respectively) compared to the others. An experienced fetal
clinician manually labeled the images.

4.2.3 ML Methodology

Fetal standard plane detection typically involves two main ML techniques: object
classi cation and object detection. Object detection accurately captures the process of
physician identi cation of speci ¢ anatomical landmarks or scan planes. However, it
can be cumbersome and generates bounding boxes that may not t perfectly into the
MLOps process, making it di cult for physicians to interpret images e ectively [116].
Consequently, it was decided to focus on object classi cation. To achieve this goal, DL
models were used, known for extracting relevant patterns from data, eliminating the
need for manual feature engineering [83]. DL models, in particular, have demonstrated
their ability to handle the complexities inherent in US images [98]. However, advanced
DL models possess distinct strengths and weaknesses, making the selection process
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nontrivial. It is necessary to carefully consider computational resources, model size,
data quality, performance, and sustainability assessment to nd an optimal balance.

Similarly, regarding MLOps tools, numerous options are available, each in uenced
by project requirements, budgetary considerations, team expertise, and available re-
sources [117]. An MLOps software life cycle, Neptune.ai, was adopted to manage and
track experiments for the ML training and test and keep Continuous Integration and
Monitoring under control. Neptune.ai o ers a complete MLOps platform encompassing
the entire MLOps pipeline, from data versioning and testing to model deployment and
monitoring. The software integrates seamlessly with popular data science and MLOps
tools, including Google Colaboratory, Git, Docker, and TensorFlow.

Google Colaboratory and TensorFlow were used to train and test ML models. The
MLOps infrastructure was built with Docker for containerization, GitHub Action for
Continuous Delivery, Git for versioning, and Google Cloud Platform (Cloud Run) to
host the APIs. Neptune.ai also o ers customizable dashboards and visualizations,
allowing users to monitor experiments and models, track performance metrics (CPU,
GPU, memory), and analyze real-time results for Continuous Monitoring. This feature
improves visibility into model performance and provides valuable information to data
scientists and other stakeholders for comprehensive collaboration [118].

4.2.4 ML Training & Testing

Already existing architecture were exploited as the goal of this chapter did not take into
consideration the development of a new architecture. VGG19 [|, ResNet50 P ], and
MobileNetV2 [? ] were selected because their features align with the unique demands
of this application. VGG19's deep, sequential architecture captures ne anatomical
details, crucial for distinguishing subtle di erences in fetal US images. ResNet50's
residual connections e ectively learn complex patterns without performance degrada-
tion, making it suitable for handling the variability in fetal anatomy across gestational
ages. MobileNetV2 is optimized for speed and e ciency, which makes it ideal for real-
time classi cation in clinical settings where computational resources are limited while
maintaining competitive accuracy. All three models were initialized with ImageNet
weights to leveragedransfer learning, providing robust feature extraction adaptable to
the fetal US domain.On top of the neural architectures, we added two convolutional
layers, each followed by a batch normalization layer (BN) and ReLU activation func-
tion. The rst convolutional layer (512 lters, kernel size =3 3, stride = 1, padding
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= same) tailors the pre-trained DL architectures to speci c features of the US image
task. The second (3 lters, kernel size = 1 1, stride = 1, padding = same) adapts
the algorithms to our three-class classi cation problem. A global average pooling layer
minimizes over tting by reducing the total parameters and spatial dimensions, followed
by another BN. A softmax activation function outputs class probabilities.

On the dataset presented above, train/test split was performed as prescribed in [115]:
1058 images of the thorax, 981 of the maternal cervix, and 1620 of the brain were used
during training, keeping 20% of each class for validation. The test set included 660
images of the thorax, 645 of the maternal cervix, and 1472 of the brain.

Images were preprocessed by resizing them to 2224 3 pixels (to t the resolution
of the ImageNet dataset) and removing the intensity average from each image. To
increase the variability of the images during training, on-the-y data augmentation
was used, using random rotation ({30 to +30 degrees), random brightness correction,
and random ipping. Stochastic gradient descent was used as the optimizer, with a
learning rate of 0.001, batch size of 32, and 1000 epochs. The loss function used to
train the architectures was the well-known cross-entropy. Model selection was made
by observing performance on the validation set [119].

Model Class Precision Recall F1
Brain 0.997 0.993 0.995
VGG19 Thorax 0.981 0.995 0.988
Cervix 1.000 0.995 0.998
Brain 0.989 0.998 0.994
ResNet50 Thorax 0.992 0.980 0.986
Cervix 1.000 0.992 0.996
Brain 0.995 0.987 0.991
MobileNetV2 Thorax 0.975 0.988 0.981
Cervix 0.994 0.998 0.996

Table 4.1: Performance comparison.

To evaluate the performance of the models, precision, recall, and F1-score were
computed for each class. The results are shown in Tal#1@. All the analyzed networks,
as expected, performed well in all metrics due to the high-quality and high-interclass
variability of the analyzed data in Fig. 4.4. The ROC-curve in Fig. 4.5 can be used to
verify the prediction accuracy of the three classes with the MobileNetV2.
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Figure 4.4: The three models along with validation and training curves
for 100 epochs, demonstrating no over tting during training.

Figure 4.5: This ROC curve illustrates the predictions for the three classes
in the MobileNetV2 experiment.
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4.2.5 Continuous Integration

As explained in the previous chapter, Cl and CD is a semi-automated approach consist-
ing of rapid changes in the ML pipeline and frequent integration to build the product
incrementally. CI/CD enables faster and more e ective model updates [30, 120] and
ensures robust and error-free models for production [121]. Such bonuses make CI/CD
a key component of ML pipelines in clinical environments, where accurate and timely
decision-making is critical [50]. In general, Cl presence is one of the main distinctions
between an ML experiment and MLOps [34].

To implement CI/CD in our pipeline, Neptune.ai was adopted Neptune.ai o ers
extensive experiment tracking and model registry capabilities, essential for ensuring
reproducibility and transparency in ML work ows. Neptune.ai enables seamless inte-
gration with Git and Docker, two essential components for maintaining consistent and
reproducible models. By tracking data, intermediate logs, and performance metrics,
Neptune.ai ensures that data scientists, clinicians, and IT professionals can collaborate
transparently. Moreover, the integration of GitHub repositories and Docker containers
simpli es the deployment of di erent model versions, as noted in [122].

In this use case, the storage of the data data and the conduction of ML were
performed on a local environment, using proprietary servers for better data manage-
ment [123, 124]. The work ow was automated with Neptune.ai, Git, and Docker to
track experiments and capture logs of intermediate processing steps.

Instead, it was prioritized the adoption cloud-based systems and the exploitation of
their exibility for deploying APIs and implementing the CI/CD pipeline.GitHub Ac-
tions tool was used to update the remote repository continuously and, simultaneously,
the Google Cloud Platform (GCP) resources to allow complete continuous integration.
Every time the repository is updated, a new version of Cloud Run is built on GCP. The
inference of the model is monitored from the tracking metrics sent from GCP Cloud
Run to the Neptune.ai platform.

The diagram in Fig. 4.6 highlights the main features of our automated ML pipeline
setup and the automated CI/CD routines we have implemented. The resulting pipeline
is a work ow with a medium level of automation (MLOps level 1) [3, 67].

“4https://tooldirectory.ai/tools/neptuneai-experiment-tracking
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Figure 4.6: 1) Data ingestion is done automatically and continuously on
local storage and data versioning with Data Version Control. 2) Neptune.ai
is used for comprehensive and recurring management of experiments and
monitoring (2A) of data, models, metrics, and continuous integration. 3)
The most promising models are then sent to a Git repository. This process
can be streamlined using GitHub Actions, which acts as a process orches-
trator to synchronize repository update operations and automate pipeline
creation, testing, and deployment. 4) Finally, the model is delivered as a
Docker container and then hosted on Cloud Run services. To monitor the
API (4A), we can use the Cloud Run platform, which allows us to monitor
APl usage, call limit, and user interaction with the IP.

4.2.6 Continuous Delivery

The CD paradigm guarantees up-to-date and reliable ML models are constantly in use,
and even more importantly, it pushes the models to comply with guidelines and regu-
latory standards for medical devices [125, 120, 71]. The EU Medical Device Regulation
(EUMDR) regards ML models used in clinical settings as medical devices. Under the
EUMDR and IMDRF, medical devices must undergo a comprehensive validation and
veri cation process, complying with strict safety, performance, and quality require-
ments. The whole prescription system can be enforced thanks to CD.

In the developed pipeline, an API was considered as the core of the CD step. An
API de nes a way to deliver ML model results, enabling simple and scalable interac-
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tion between the model and the other MLOps components. Depending on the API
de nition, the model may be available to the medical center, consumers, and even
third parties, enabling its reusability. Moreover, the API allows various applications
to exploit the model simultaneously, possibly in di erent programming languages and
frameworks. API security can be handled by distributing APl access tokens, which
are used to make requests to the API server to trusted entities only. Server-side, it is
possible to check the nature and number of the requests, e ectively providing means
to spot security aws.

In this use case, FastAPI [126] was considered to create an API to serve the best
ML model to date via HTTP requests. Since the best model may change rapidly due
to the ClI step, it was implemented an automated work ow that regenerates the API
whenever the best model changes. The API endpoint is kept the same to allow end
users to reach the model seamlessly. This is done through the GitHub Actions process
orchestrator [127]. Eventually, security is handled by allowing requests to the model
only if they are signed with a token containing the appropriate permissions.

As seen in Fig. 4.7, it is necessary to make the model available through HTTP calls
after the API is created. It was chosen to wrap the ML model and its API in a Docker
container to make it usable by anyone. A docker container (or image) includes any
relevant software necessary to run the application, e ectively behaving as a standalone
object. To produce the Docker image, it is essential to gure out the operating system,
the software dependencies, and the libraries used by our framework to include them
in the container. To make the image accessible anywhere, the healthcare container
application was hosted using the Google Cloud platform. Cloud Run was considered
as a good choice given its ease of use, native integration with Git and Docker, and
reliable security features (DDoS attacks protection and checks on HTTP requests),
even for the free tier [128, 129].

It is worth noting that while Cloud Run was chosen for its suitability, other op-
tions, such as Kubernetes clusters or microservices provided by leading cloud providers
like Azure, AWS, and GCP, could also have been explored, depending on the specic
requirements and preferences of the project.

Implementing CI/CD in the highly regulated healthcare environment poses unique
challenges, primarily ensuring data privacy and model reliability. This solution ad-
dresses these challenges by leveraging encrypted data storage and transmission methods
alongside comprehensive logging and monitoring that help meet stringent regulatory
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standards. This approach innovates by integrating advanced cloud-based tools with
traditional clinical data management practices. By adopting a exible cloud-based
system and automating the work ow with state-of-the-art MLOps tools, the scalabil-
ity and e ciency of data management in clinical settings are enhanced.

The dynamism of fetal development means new data can quickly in uence the model
performance. In fetal US classi cation CD ensures access to accurate and current mod-
els and guarantees the seamless deployment of the latest models in clinical settings.
CD automates the deployment pipeline and reduces the chances and the risk of con-
guration errors or outdated models reaching production. This minimizes the risk of
clinical errors in identifying fetal abnormalities, ensuring safe and e ective diagnostics.
Manual model deployment processes are prone to errors, instead. CD pipelines ensure
that every change to a model is thoroughly tested and documented before deployment,
providing traceability required for regulatory compliance, especially in healthcare sec-
tor. This is critical for models that aid prenatal diagnostics, which must comply with
strict data privacy and safety standards (e.g., EU MDR, FDA). Security is crucial when
deploying ML models that handle sensitive fetal US data. CD pipelines can incorpo-
rate API gateways, access tokens, and encryption, safeguarding the deployed models
from unauthorized access. This ensures clinicians and authorized healthcare sta have
exclusive, secure access to the classi cation models. Facilitating clinical collaboration
with CD pipelines, deployed models are accessible through a consistent APl endpoint,
making it easier for clinicians, data scientists, and IT teams to collaborate on improve-
ments. Such collaboration is crucial for re ning fetal US classi cation models, ensuring
real-world feedback translates into continuous model improvements.

In healthcare, the API gateway provides a centralized and secure entry point for
clients to access and interact with the application, simpli es MLOps pipeline manage-
ment, and facilitates the scalability of healthcare applications and services. Speci cally
for our use case, the easy interaction between the US image classi cation APl and other
loT systems may produce real-time algorithms to be used during fetal US exams, web
application interfaces used by clinicians to validate cases, allow API calls from di erent
developers to build new healthcare projects [130, 131, 132]. Given the small size and
the demo nature of our use case, the service was not hosted in practice, limiting the
researchers to producing the Docker standalone object and laying down the actions
required to share the application quickly and safely.
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Figure 4.7: The process starts with the automatic and continuous connec-
tion of the Git repository to constantly update the best ML model and com-
municate with the API. Next, the API can respond to the HTTP request
and send a JSON response. An APl gateway can provide an additional
layer of security and e ciently manage API calls. An API gateway can
provide authentication, authorization, rate limiting, SSL/TLS encryption,
input validation, and audit logging. The Cloud Run hosting platform was
used to manage speed limits for API calls, which is part of the API gate-
way functionality. All APl monitoring processes can be monitored using
the metrics dashboard on the C platform.

4.2.7 Continuous Training

CT [80] in ML involves periodically updating and retraining models with new data.
Model retraining is necessary whenever the prediction performance degrades on new
unseen data. This is due to the model's sensitivity to changes in real-world phenomena
and user behavior over time. Data drift and concept drift are the leading causes of this
performance degradation. They relate to the evolution of data and concepts that are
no longer accurate representations of reality [133, 134]. CT is critical in the healthcare
industry, given its constantly evolving framework. In the context of Fetal US images,
potential drifts occurring over time may be caused by: a substantial change in the preg-
nant women's physical characteristics (possibly driven by globalization phenomena),
noticeable improvements in gynecological medicine impacting unborn children's nutri-
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tion and growth, as well as adverse economic conditions or warfare driving a downturn
in pregnant women average conditions.

CT is needed every time a considerable change is detected. Consequently, it is
critical to establish a strategy for retraining ML models in production. Its trigger
can be a data, model, or code change. In this case, physicians' experience may drive
the de nition of a triggering event. Another strategy is periodically retraining the
model, which is less e ective than trigger-based retraining in catching drifts but has
the advantage of being robust to changes not detected by a poorly designed trigger.
CT is almost always paired with Continuous Monitoring, which de nes the retraining
strategy. In addition, CT requires new data to update the model. When this is
unavailable, synthetic data can be a viable and increasingly popular option.

Figure 4.8: Continuous training involves retraining the algorithm when it
performs below a baseline metric score (X). Over time, this activates a new
version of the ML model (e.g., v1, v2, v3). Updating the algorithms with
representative data is critical for accuracy and relevance, while continuous
monitoring ensures optimal performance.

4.2.8 Continuous Monitoring

CM involves collecting, analyzing, and interpreting data to identify potential problems
or anomalies, such as deterioration of model performances, biases, discrimination, pri-
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vacy violations, cyber-attacks, or security breaches. The stakes in healthcare are high,
and the impact of aws or malfunctions can be overwhelming. For this reason, CM
is particularly relevant and usually tailored to detect dangerous scenarios which may
harm (prospective) patients or healthcare organizations. CM also represents an excel-
lent solution to prove regulatory requirements and ethical standards for healthcare Al
systems are met [135, 136, 137].

The monitoring step usually involves xing a threshold for any monitored indica-
tor. When exceeding the threshold, it triggers speci ¢ actions to improve the model
pipeline and restore the original behavior. Di erent logics have been employed in CM,
such as periodic or performance-based monitoring, checking any data modi cation,
or on-demand retraining. The most common method, though not the simplest, is
performance-based triggering, as illustrated in Fig. 4.8. All these strategies are feasible
if paired with an e ective CM system [138].

In this H-MLOps pipeline, CM was set up by periodically collecting and analyzing
data about model performance. Neptune.ai was used as a monitoring platform, which
integrates with the model API deployed on Render to get real-time alerts and dash-
boards helpful in verifying model performance in the production environment. Nep-
tune.ai was set up to monitor, among others, ML performance metrics and CPU, GPU,
and memory usage. The hardware resource usage accurately quanti es H-MLOps en-
ergy consumption, while performance metrics help detect drifts in the data. The CM
step is valuable for choosing between the di erent DL models and evaluating their
downstream impact retrospectively. The API usage was monitored via Render Dash-
boards to track incoming calls, logs and identify possible security breaches (as in the
case of DDoS attacks) or time performance issues.

4.2.9 Explainability

Several recent studies, such as [139, 140], have discussed the need for strategies to
interpret DL model decisions in medical image analysis. This can improve physicians'
trust and con dence in ML algorithms, ultimately leading to more objective patient
assessments. The Gradient Weighted Class Activation Map (Grad-CAM) [141] tech-
nique is widely used to interpret CNN predictions, from heart disease classi cation to
pediatric X-ray elbow fracture classi cation [139]. Grad-CAM generates a heatmap
overlay on top of the US image, and the heatmap highlights the most important pixel
regions that drive the DL model to tag the image as a specic class. The heatmap
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colors are computed as the gradient of the output class score against feature maps of
a speci ed convolutional network layer.

In the H-MLOps pipeline, Grad-CAM was exploied to obtain easy-to-understand
indications of the regions concurring to classify a US image with a specic tag. The
Grad-CAM service was deployed inside the Docker image and pushed it on Render to
make it available through API calls. If physicians doubt the H-MLOps classi cation,
they can make an API call to the service and obtain the Grad-CAM heatmap to
understand whether the model focuses on the right parts of the image. In Fig. 5.3, it is
possible to observe the Grad-CAM heatmap for three US images. The DL classi cation
algorithm focuses on the correct anatomical regions to make the prediction.

Figure 4.9: Class activation maps of (a) the fetal brain; (b) the maternal
cervix; and (c) the thorax.

4.2.10 Sustainability

Building sustainable ML models requires medical centers to consider the environmental
impacts carefully: a sustainable model minimizes the carbon footprint, measured as kg
of Carbon (CO,) needed to produce power used in each phase of the ML project [142].
Model training is the highest energy consumption stage of the MLOps pipeline, particu-
larly running an array of DL models to nd the best architecture and hyper-parameters.
For this reason, we used a screening phase consisting of running each model setup with
a small number of epochs (100), recording model performance and energy required.
The screening phase objective is to choose the best model based on a trade-o
between model precision and sustainability. This choice can be automated by giving
speci ¢ weights to the two components. However, the decision must be taken in agree-
ment with the medical center managers, also considering possible regulations such as
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emission limits and the possibility of buying carbon o sets or credits [143]. Another
aspect to consider is the user base size: large-scale usage allows for increased emissions,
which are amortized with an exponential advantage for better predictions [144, 145].
The sustainability assessment is equally essential during training in the chosen nal
architecture to compute the e ective carbon emissions.

Both these assessments can be carried out exploiting codecarbon.io in combination
with Neptune.ai: the former provides clear reports o& O, emissions. At the same time,
the latter promotes the integration of the results in the MLOps pipeline. Table 4.2
shows computed emissions for the three models during the screening phase.

% CPU | % GPU | CPU | GPU | Kg CO2
VGG-19 52.67 63.02 | 0.117| 0.010, 0.141
Res-Net 47.99 | 49.93 | 0.112| 0.012| 0.150

Mobile-Net | 39.94 | 29.22 | 0.073| 0.011| 0.059

Table 4.2: Average hardware consumption (%), Energy consumption
(KWh), and Kilograms of carbon dioxide of VGG19, ResNet50, and Mo-
bileNetV2 during the Screening Phase (100 epochs only).

4.3 Limitations and future perspectives

The proposed MLOps methodology introduces a comprehensive, structured approach
to automating the machine learning lifecycle. Compared to existing methodologies such
as Kube ow and MLFlow, this framework integrates continuous training and monitor-
ing as key features from the initial deployment stages. While most current MLOps
solutions emphasize automation and scalability, the novelty of this approach lies in its
focus on explainability and sustainability, addressing gaps in model transparency and
reducing the carbon footprint during training and inference. However, scalability in
extremely complex industrial settings remains a challenge, as additional customizations
may be required

One major challenge in applying MLOps to fetal ultrasound classi cation is the com-
plexity of integrating Al models into clinical work ows, especially when dealing with
sensitive medical data that requires strict privacy and security measures. Another
limitation is the potential for model degradation over time due to data drift, which re-
quires continuous monitoring and retraining. Additionally, while deep learning models
have shown high accuracy, their computational demands can lead to concerns about



56CHAPTER 4. STANDARD FETAL ULTRASOUND PLANE CLASSIFICATION

sustainability, particularly in terms of energy consumption.

Looking ahead, future research could focus on improving the explainability of Al mod-
els to foster greater trust among clinicians, ensuring that decisions made by models
are transparent and interpretable. Another promising avenue is the development of
more energy-e cient models to address sustainability concerns, potentially through
optimized algorithms or better hardware utilization. Further, expanding the use of
synthetic data could mitigate issues related to data privacy and scarcity. Implementing
standardized MLOps frameworks in clinical settings could improve scalability, enabling
broader adoption of Al-driven fetal ultrasound analysis.

4.4 Conclusions

In this chapter, it was presented a hands-on framework, H-MLOps, for operationalizing
machine learning models in clinical practice, speci cally medical image classi cation
in the context of fetal ultrasound imaging. The framework enabled us to overcome
common challenges in clinical practice, such as data quality and privacy issues, model
interpretability, and regulatory compliance. Our approach aims to ensure that the
model is reliable and e ective in clinical settings, improving the accuracy and speed
of fetal US plane classi cation and ultimately improving patient outcomes. While the
focus was posed on fetal ultrasound plane classi cation, the H-MLOps framework can
be applied to other use cases in healthcare and beyond. The proposed framework high-
lights the importance of collaboration and communication between the teams involved
in the machine learning development process, including data scientists, clinicians, and
regulators.

While the limited literature on this topic motivated our project, more research is
needed to e ectively integrate the e orts of various teams to transfer MLOps into daily
clinical practice. This proposed framework can serve as a foundation for future research
and development in this eld, ultimately improving patient care and outcomes through
the safe and e ective use of machine learning in clinical practice.



Chapter 5

Enhancing Cell Counting Through
MLOps

This chapter explores the importance and application of MLOps in cell counting,
demonstrating its potential to enhance accuracy, e ciency and reproducibility. The
integration of ML models in cell counting applications holds signi cant promise for
advancing medical research, pharmaceutical development, and environmental monitor-
ing. The framework proposed in this chapter encompasses data acquisition, model
training, monitoring, interpretability, and sustainability, o ering valuable insights for
researchers, laboratory technicians, and professionals seeking to integrate MLOps into
cell counting work ows. By providing practical guidance and illustrating real-world
use cases, the aim is to encourage the adoption of MLOps in cell counting, thereby
advancing scienti ¢ research and healthcare practices.

5.1 Introduction

Cell Counting is the process of determining the number of cells in a sample. This tech-
nique is fundamental in various biological and medical applications, such as research,
diagnostics, and biotechnology. Accurate cell counting is critical for understanding cell
proliferation, monitoring disease progression, and ensuring the quality of biotechnolog-
ical products [146]. Large volumes of data generated by researchers can increase errors
during the cell counting task, so it needs to be automatize [147]. Integrating Machine
Learning (ML) models into cell counting applications is a promising frontier for ad-
vancing medical research, pharmaceutical development, and environmental monitoring.

57
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Automating and re ning cell counting processes with ML o ers signi cant accuracy,
e ciency, and reproducibility improvements. However, successful implementation in
these critical domains requires a robust framework for management and operation.

This chapter explores the crucial role of Machine Learning Operations (MLOps)
in cell counting, highlighting its potential to enhance the performance of ML models.
MLOps, short for Machine Learning Operations, is a set of practices and principles
that aim to streamline and automate the process of deploying and maintaining ma-
chine learning models in production. It integrates machine learning with DevOps (De-
velopment Operations) practices to ensure that models are reproducible, reliable, and
scalable.We introduce the Cell Counting MLOps (CC-MLOps) framework, a compre-
hensive approach encompassing data acquisition, model training, monitoring, explain-
ability, and sustainability. CC-MLOps is designed to meet the needs of researchers,
laboratory technicians, and professionals, providing valuable insights for integrating
MLOps into cell counting work ows. By leveraging CC-MLOps, we demonstrate how
MLOps can streamline work ows, reduce human error, ensure model reliability, and
enable scalability.

The chapter underscores the signi cance of MLOps in cell counting applications,
positioning it as a catalyst for process optimization. Through practical guidance and
real-world use case, the aim is empower researchers and healthcare professionals to
adopt MLOps methodologies con dently. By doing so, it is anticipated a paradigm
shift in scienti ¢ research and healthcare practices driven by the enhanced capabilities
and e ciency of integrating MLOps into cell counting.

The CC-MLOps framework for cell counting is particularly advantageous in reduc-
ing human error and improving reproducibility in biomedical research. By automating
the cell counting process through a deep learning model, the framework ensures that
the results are consistent across di erent datasets and experimental conditions. In
addition, by integrating sustainability considerations, the framework tracks CPU and
GPU usage during model training, providing insights into energy consumption and car-
bon emissions. This is a critical step toward more sustainable Al practices, especially
in research areas where large-scale data processing is involved.

5.1.1 Related Work

Recent research highlights the application of MLOps across various sectors, emphasiz-
ing its role in enhancing operational e ciency and scalability in ML projects. These
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applications range from cloud-based solutions [148] and open-source Al architectures
in agriculture[149] to digital twin models [150]. This diversity demonstrates the adapt-
ability of MLOps in scaling across di erent domains. However, only a few studies have
attempted to establish comprehensive MLOps guidelines in healthcare and bioinfor-
matics. Notably, Khattak et al. (2023) introduced a framework addressing the com-
plexities of ML in healthcare, emphasizing data governance, secure model deployment,
and monitoring strategies compliant with healthcare regulations.

Most research in this eld focuses on developing a standard ML pipeline, including
data preprocessing, model evaluation, and selection to achieve accurate predictions.
However, these studies often lack critical MLOps aspects such as model versioning,
monitoring, and solution scaling. This study aims to Il this gap by presenting a
comprehensive use case that integrates these phases of MLOps implementation, helping
researchers build e cient, reliable, and scalable solutions.

5.1.2 Contributions

The work presented in this chapter contributes by developing a comprehensive MLOps
pipeline for examining cellular structures and counting cells in uorescent microscopy
images: CC-MLOps. The pipeline is engineered to enhance robustness and scalability.
We showcase its application in clinical settings through pre-production experiments
and provide a practical use case. Our study explores several critical factors essential
for the successful deployment of ML models in this context:

1. Data acquisition and preparation: The focus was posed on collecting and prepro-
cessing the yellow collection of the Fluorescent Neuronal Cells v2 archive [151],
ensuring that the image datasets used are representative and diverse to do a not
biased training.

2. ML methodology: State-of-the-art ML techniques were applied to develop models
that accurately recognize and count cells in rodent brain tissues images under a
semantic segmentation framework, optimizing these models for performance and
reliability.

3. Continuous Integration and Continuous Deployment (CI/CD): A CI/CD frame-
work was implemented to automate the integration and deployment of ML mod-
els, enabling rapid iteration among interdisciplinary teams and improving cell
counting performance.
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4. Algorithm explainability: Understanding the importance of transparency in health-
care applications, explainability features were integrated into the models. This
allows clinicians and researchers to comprehend and trust the outcomes generated
by Al systems.

5. Environmental impact: The environmental impact of the ML models was assessed
by examining factors like computational resource usage and energy consumption,
aiming to create more sustainable Al solutions.

By thoroughly addressing these factors, our work provides deeper insights into
the challenges and solutions in operationalizing ML models for cell counting in u-
orescent microscopy imaging. The aim is to set a precedent for future studies and
implementations, demonstrating how MLOps principles can enhance the e ectiveness
and reliability of Al in clinical practice (Xie et al., 2020).

5.2 CC-MLOps

In chapter three 3, it was presented a comprehensive methodology for implementing
MLOps to establish a robust standard for ML projects. This methodology was in-
spired by the well-known CRISP-DM framework [152] and designed to bridge the gap
between research and industry. The proposed pipeline, CC-MLOps, incorporates a se-
ries of distinct steps spanning the entire ML work ow, from data acquisition to model
deployment. Speci cally, this paper focuses on the challenging task of cell counting
in uorescence microscopy images of brain neurons. Figure 5.1 illustrates the various
steps of our proposed pipeline, which is tailored to meet this medical application's
complexities and regulatory requirements.

In this chapter, the implementation details of this pipeline are presented, highlight-
ing its adaptation for neural uorescence imaging. The methodologies employed, the
technologies utilized, and the speci ¢ adjustments made to address the complexities
of this application are discussed. The aim is to provide a clear and detailed account
of how MLOps can be e ectively applied to complex medical imaging tasks, ensuring
robust and reproducible results.
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Figure 5.1: The CC-MLOps life-cycle. This cycle begins with understand-
ing the problem and concludes with sustainability, encompassing solution
design, integration, and deployment. It represents a continuous journey of
improving and re ning ML models to achieve reliable and accurate results.

5.2.1 Problem Understanding

Fluorescent microscopy is an indispensable tool across various scienti ¢ disciplines,
o ering a detailed view of cellular structures and functions. This technology has sig-

ni cantly advanced medical diagnostics and cellular biology exploration. Among its
numerous applications, cell recognition and counting are particularly crucial in elds
like cancer research [153], neurobiology [154], and immunology [155], where accurate
cell quanti cation is essential for understanding disease mechanisms and guiding ther-
apeutic interventions.

An intriguing example of uorescent microscopy's application is in studies of tor-
por [156], which investigate the physiological adaptations of organisms during periods
of reduced metabolic activity and the brain areas involved in this process. Beyond
scienti ¢ curiosity, such studies have signi cant implications for human applications.
Understanding and reproducing the mechanisms regulating torpor onset could enable
less invasive intensive surgeries [157, 158] and even facilitate space travel [159, 160].
Consequently, accurate cell quanti cation and activity analysis are critical.

Current cell recognition and counting practices often rely on human operators,
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highlighting the need for more e cient and automated solutions. E orts to streamline

cell counting have explored various approaches, from adaptive heuristics [161, 162, 163]
to deep learning methods [164, 165]. However, challenges such as domain shift [166],
poor generalization across diverse datasets, and small training dataset limitations have
impeded success [151, 167]. The inherent complexity of uorescent microscopy images
demands robust algorithms capable of discerning subtle variations in cell morphology
and staining. Additionally, deep learning solutions require careful consideration of
numerous hyperparameters, including model architecture, training settings, and loss
function choices, to achieve optimal performance.

Experimentation and evaluation are crucial to addressing these challenges [168].
Researchers must explore various solutions, tune hyperparameters carefully, and rigor-
ously assess performance. The complexity and numerous possible settings necessitate
a systematic approach to track and compare variations in data, training pipelines, and
performance metrics. Experiment-tracking tools emerge as vital components of the
research work ow, enabling meticulous documentation and analysis of the impact of
di erent approaches. These tools can signi cantly advance research in uorescent mi-
croscopy and cell recognition by leveraging pre-built solutions and adapting them to
speci ¢ applications.

In this chapter, the attention is posed on the use case of uorescent microscopy
applied to torpor onset studies, demonstrating how MLOps tools can build a robust
pipeline for model training, assessment, and deployment. Speci cally, the yellow data
collection from the Fluorescent Neuronal Cells v2 archive [167, 151] are utilized together
with the cell-ResUNet architecture [164] to illustrate the e ectiveness of this approach
in overcoming the challenges associated with automated cell counting.

5.2.2 Data Acquisition

In this chapter, data from the yellow collection of the Fluorescent Neuronal Cells v2
archive are analyzed. This dataset was selected for its representativeness of uorescence
microscopy data in life science experiments.

The images in this collection depict slices of rodent brain tissues injected with a
retrograde tracer to study functional relationships among brain areas during torpor
onset. Neuronal cells of interest appear as yellow stains with varying sizes, shapes, and
hues. After data collection, expert researchers performed careful pixel-wise annotations
to develop automated deep learning solutions using supervised learning. For a more
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comprehensive understanding of the data acquisition and annotation process, interested
readers are encouraged to refer to the original papers associated with this study [167,
151].

For a more comprehensive understanding of the data acquisition and annotation
process, readers are encouraged to refer to the original papers associated with this
study [167, 151].

5.2.3 ML Methodology

In this chapter, the task of cell recognition and counting using a semantic segmentation
framework was approached. This involves binary classi cation at the pixel level, where
the model learns to distinguish background pixels (class 0) from foreground signal
pixels (class 1), which correspond to the cells. Although this is not the only method
available, nor the simplest, it is widely used due to its convenience in providing the
desired results and its ability to justify the detected objects contributing to the nal
counts.

To illustrate a standard model development pipeline,a xed model architecture was
selected and the impact of several alternative loss functions was evaluated. Speci cally,
it was adopted the cell-ResUNet architecture [164], Figure 5.2, and trained from scratch
under identical conditions. Hyperparameters of the model were xed, except for the
loss function. Despite the extensive list of tunable hyperparameters, the experiments
were limited to variations in the loss function for simplicity. The code can be easily
modi ed with additional parameters.

5.2.4 ML Training & Testing

The training phase was conducted with a 75/25 training/validation split, alternating
between dice [169], focal [170], and focal Tversky [171] loss functions. For each loss,
training was repeated three times with di erent seeds for splitting and weight initializa-
tion to assess variability in the results. All other settings, such as batch size, learning
rate, and early stopping criteria, were kept unchanged. The training started with the
learning rate suggested by the \learning rate test" [172]. After 100 epochs, early stop-
ping was introduced based on the validation loss, with patience of 50 epochs to halt
training when no improvement was observed.

After training, a holistic model assessment was conducted focusing on segmentation,
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detection, and counting performance. For segmentation, true positives (TP) were
de ned as true and predicted objects with an overlap greater than 40% (lo&0.4). For
detection, TP was de ned based on a minimum distance between the centers of objects
being less than 1.5 times the average cell diametet @40 pixels). Segmentation and
detection performances were measured using the F1 score, a standard metric in similar
applications.

Counting performance was evaluated using the mean percentage error as the pri-
mary metric, providing a comprehensive assessment of the model's accuracy in cell
guanti cation. For a detailed overview of the training settings and metric implemen-
tations, the reader is referred to the code available dtttps://github.com/clissa/
fluocells-MLOps .

5.2.5 Continuous Integration

Continuous Integration (Cl) is a fundamental practice in modern software develop-
ment, ensuring the reliability and e ciency of ML pipelines. CI involves frequently
integrating code changes into a shared repository, accompanied by automated testing
to detect and address integration issues early in the development cycle.

The application of Cl in MLOps and cell counting brings about signi cant bene ts.

It enables the seamless incorporation of updates, enhancements, or new models into
the existing cell counting pipeline, allowing the latest innovations in ML techniques to
be applied without compromising system stability.

Cl promotes collaboration among interdisciplinary teams, enabling researchers,
data scientists, and developers to work cohesively to improve and extend the capa-
bilities of cell counting models. Automating the integration process reduces the risk of
errors during model deployment, enhancing the overall reliability of the cell counting
system. This is particularly crucial in medical research and healthcare applications,
where precision is paramount.

In the specic context of this CC-MLOps work, Cl plays a central role. Similar
to the approaches described in [173] and [120], CI facilitates rapid changes in the ML
pipeline, leading to incremental product development. This iterative process ensures
that updates to cell counting models are thoroughly tested, promoting robustness and
reliability in production environments.

Furthermore, CI, in the context of CC-MLOps, represents a proactive measure to
reduce human errors, a critical aspect of our study. The automated tests integrated
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into ClI help identify potential issues early on, minimizing the risk of inaccuracies
in cell counting results. Integrating CI into CC-MLOps establishes a foundation for
collaboration among researchers, laboratory technicians, and professionals involved
in the cell counting work ow. This collaborative environment fosters transparency
and accountability, aligning with the broader goals of MLOps in enhancing accuracy,
e ciency, and reproducibility.

5.2.6 Continuous Delivery

Continuous Delivery (CD) is crucial to modern software development, particularly in
MLOps. It ensures the timely and automated deployment of ML models, making them
readily accessible to end-users.

CD is vital to MLOps project for several reasons. It ensures that ML models are
consistently up-to-date and reliable, which is critical in healthcare applications. Medi-
cal professionals depend on the most current and accurate models for cell counting, and
CD guarantees these models are always available for use. In our CC-MLOps frame-
work, CD maintains a seamless prescription system by allowing automated deployment
of ML models through an Application Programming Interface (API). This API facili-
tates simple and scalable interactions between the model and other components within
the CC-MLOps framework.

Moreover, CD enforces compliance with regulatory standards, which is particularly
important in the medical eld, where adherence to regulations such as the EU Medical
Device Regulation (EUMDR) and the International Medical Device Regulators Forum
(IMDRF) is mandatory. CD also supports stringent security measures, ensuring API
access is limited to trusted entities by distributing secure access tokens.

CD is implemented by creating an API using FastAPI in our specic use case.
This API serves the latest ML model via HTTP requests. It is part of an automated
work ow that regenerates the APl whenever the best model changes, maintaining a
consistent APl endpoint for seamless user access. The CD process is orchestrated
through GitHub Actions, ensuring a smooth and secure deployment.

Furthermore, CD extends beyond the API by encapsulating the ML model and its
API in a Docker container. This containerization enhances accessibility by allowing
deployment of the ML model and its APl anywhere, o ering a standalone object that
includes all necessary software dependencies. Hosting this container application on
platforms like Render ensures widespread accessibility and reliability.
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In healthcare, the API gateway provided by CD serves as a centralized and secure
entry point for clients, simplifying MLOps pipeline management and facilitating the
scalability of healthcare applications and services. In our use case, this ease of interac-
tion between the cell counting APl and other systems enables real-time algorithms for
medical examinations, streamlined clinician validation interfaces, and API calls from
developers to create new healthcare projects.

5.2.7 Continuous Training

Continuous Training (CT) in ML involves regularly updating and retraining models
with new data. This practice is crucial for maintaining model prediction performance,
especially when faced with new, unseen data. Models' sensitivity to changes in real-
world phenomena and user behavior necessitates periodic retraining.

CT is essential in this case study due to the constantly evolving nature of medical
data. In healthcare, new insights, procedures, and patient characteristics continually
reshape the landscape, and models must be regularly updated to capture these changes.
Accurate cell counting, a critical aspect of medical research and diagnostics, requires
models to be sensitive to data pattern shifts.

CT addresses challenges such as data and concept drift, which occur when the data
and concepts no longer accurately represent reality. In the CC-MLOps framework, the
importance of CT is evident when considering changes in patient characteristics, ad-
vancements in medical practices impacting cellular properties, and external factors like
economic conditions in uencing health. Recognizing these potential drifts is crucial,
and CT provides a mechanism to adapt the models accordingly.

For this use case, triggering events for CT in cell counting models can be de ned
based on data, model, or code changes. Physicians' experience may play a vital role in
identifying triggers, allowing for a strategy that aligns with clinical expertise. Alter-
natively, periodic retraining, although less e ective in detecting abrupt drifts, provides
robustness to changes not detected by trigger-based approaches.

CT is inherently connected with Continuous Monitoring, which de nes the retrain-
ing strategy. This integration ensures that the model remains robust and accurate over
time. Additionally, CT requires access to new data for model updates. When obtain-
ing real-world data is challenging, synthetic data becomes a viable and increasingly
popular option.
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5.2.8 Continuous Monitoring

Continuous Monitoring (CM) involves systematically collecting, analyzing, and inter-
preting data to identify potential issues, anomalies, or risks, ensuring ML models'
ongoing performance and security.

In this CC-MLOps framework, CM plays a central role in safeguarding the ac-
curacy and reliability of cell counting processes. The healthcare industry demands
rigorous monitoring to identify issues such as deteriorating model performance, biases,
privacy violations, cyber-attacks, or security breaches. CM is essential for ensuring
patient safety and meeting healthcare Al systems' regulatory requirements and ethical
standards.

The importance of CM in the CC-MLOps framework is underscored by its ability
to detect dangerous scenarios that could harm patients or healthcare organizations.
By establishing e ective monitoring mechanisms, CM acts as a proactive measure to
identify issues before they escalate, which is crucial in medical research and diagnostics,
where precision and accuracy are paramount [120].

CM is implemented in this speci c use case by periodically collecting and analyzing
real-time model performance data. Neptune.ai was used as the monitoring platform,
seamlessly integrating with the model API deployed on major cloud providers such
as Google Cloud Platform, Amazon Web Services, and Microsoft Azure. Neptune.ai
provides alerts and dashboards for verifying model performance in the production en-
vironment. It is con gured to monitor various metrics, including ML performance
metrics and hardware resource usage such as CPU, GPU, and memory. This compre-
hensive monitoring strategy enables accurate quanti cation of energy consumption in
the cell counting process, while performance metrics help detect data drifts, ensuring
the ongoing reliability of ML models [174].

Additionally, CM extends to tracking APl usage through Render Dashboards, en-
abling monitoring of incoming calls and logs and identifying potential security breaches
or performance issues. This comprehensive approach to CM in the CC-MLOps frame-
work provides valuable insights for choosing between di erent deep learning models,
evaluating their downstream impact, and ensuring the overall security and performance
of the cell counting process.
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5.2.9 Explainability

Deep neural networks often function as opaque algorithms, or \black boxes", producing
predictions through complex calculations. This opacity presents a challenge in provid-
ing clear explanations for speci ¢ outcomes, especially in scienti c and medical contexts
where understanding the network's internal representations is crucial [175, 176]. In the
context of CC-MLOps, the aim is to explain the model's predictive outcomes.

To achieve this, it was used a widely adopted technique for Convolutional Neural
Networks (CNNs) known as Gradient-weighted Class Activation Mapping (Grad-CAM)
[177]. Grad-CAM uses the gradients of the network's layer to identify areas of focus
within the input. Doing so provides insights into whether the neural model has learned
to prioritize relevant aspects for accurate predictions. This information is visualized as
a heatmap superimposed on the input image, highlighting the pixels where the model
placed greater attention.

Grad-CAM is particularly e ective with CNNs and has been applied in various
applications [139, 178]. Grad-CAM was integrated into the CC-MLOps pipeline to
explain the cell counting process. These explanations can be accessed through API
calls, allowing users to gain insights into model decisions.

In Figure 5.3, the heatmaps of the gradients in the output layer for models trained
with di erent loss functions are displayed. Both models successfully capture the cells in
the image, demonstrating the e ectiveness of Grad-CAM in providing interpretability.






